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Abstract. Background. Video-based Sign Language Recognition (SLR) is a fundamental accessibility technology,
yet real-world sign vocabularies follow an extreme long-tailed distribution, a problem sharpened for low-resource
languages such as Vietnamese Sign Language (VSL), where classical imbalance tools (re-weighting, focal loss,
GAN-based augmentation) either over-fit the head or leave the tail under-determined. Objective. We ask whether
the bottleneck in this regime is representation quality or the under-determination of per-class decision bound-
aries, and whether a generative prior over class prototypes—rather than over raw video—can supply the missing
constraint. Methods. We propose LT-SignDiff, which repurposes a conditional diffusion model as a genera-
tive prior in feature space: it synthesizes a discriminative prototype for each rare class directly in a skeleton
encoder’s embedding space, conditioned on the k nearest frequent-class prototypes, and injects it into a hybrid
cosine classifier. The distinct contribution is that synthesis is performed in prototype space and conditioned on a
local semantic neighbourhood—unlike prior diffusion methods that generate pixel-space samples or a single global
feature distribution—which can be interpreted as a shrinkage estimator that stabilizes one-shot classifier rows.
Results. On a 3,782-class VSL benchmark whose original distribution is extreme (1.60 recordings per class on
average, 64% of classes with a single example), LT-SignDiff attains 62.5% Top-1 / 81.4% Top-5 / 58.2%
Macro-F1, improving over the strongest non-generative baseline by +13.3 Top-1 / +12.4 Macro-F1 and over
the best prior VSL baseline by +32.7 Top-1. Conclusion. Ablations attribute the majority of the tail-class gain
to the diffusion prototype synthesis, indicating that for low-resource SLR the most effective place to be generative
is the prototype space, not the pixel space.
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1. Introduction

Sign language is the primary communication medium for an estimated 70M deaf and hard-of-hearing
individuals worldwide. Automatic word-level SLR is therefore a key accessibility problem at the inter-
section of video understanding, temporal modelling and human-centric perception [2, 1]. Modern SLR
pipelines operate either directly on RGB video [1, 3] or on MediaPipe-extracted skeleton sequences [4];
the latter are more robust to signer appearance, background and camera variation, and are the setting
we adopt.
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From large-corpus SLR to the low-resource long tail. English-language SLR has benefitted
from large, well-curated corpora (WLASL [1], MS-ASL [2], BSL-1K [3]) that provide hundreds to thou-
sands of samples per class. Two properties that these benchmarks under-emphasize dominate deployment.
First, sign vocabularies are long-tailed : a handful of common greetings and classifiers account for a large
share of samples, while thousands of specialized signs appear only a few times. Second, for low-resource
sign languages the tail cannot be closed by collecting more data. VSL is a representative case: there is no
commercial-scale corpus, the deaf community is fragmented across at least three regional dialects (Hanoi,
Hue, Ho Chi Minh City), and annotation requires trained native signers. Prior work [24] released the first
sizable word-level VSL corpus and reported I3D and skeleton baselines whose accuracy on rare signs was
markedly lower than on the head. The original corpus we study is extreme: 3,782 classes are supported
by only 6,046 recordings—an average of 1.60 per class, a median of 1, and 2,422 classes (64.0%) with
a single example, 1,263 (33.4%) with 2–5, and only 97 (2.6%) with 6 or more. This is a regime that
is simultaneously long-tailed (thousands of one-shot classes) and few-shot (in absolute terms), and that
cannot be resolved by data collection alone.

Why standard remedies are insufficient. Any workable solution must extract maximum infor-
mation from the existing tail. Standard tools fall short in distinct ways: re-weighting and class-balanced
losses raise tail gradient magnitudes but cannot add information beyond what the few tail samples already
contain; focal loss [9] amplifies the rare-class signal but still over-fits the few-shot classes; and GAN-based
augmentation [17, 18] is unstable under very small per-class support and produces pixel-space samples
that a feature encoder may treat as out-of-distribution.

Research objective and hypotheses. Our central hypothesis is that, in this extreme few-shot long-
tail regime, the bottleneck is not representation quality but the under-determination of per-class decision
boundaries, and that a generative prior over prototypes—rather than over raw video—can supply the
missing constraint. We investigate three questions: (H1) can a diffusion model trained purely in feature
space synthesize reliable prototypes for classes seen only a handful of times? (H2) does conditioning
synthesis on the semantically nearest frequent classes yield better tail behaviour than global feature
augmentation? (H3) does the resulting gain scale with the severity of per-class scarcity? Diffusion
models [7, 8] are the currently strongest generative prior in vision, and have recently been used for
class-balancing in image classification [20, 21]. We argue that for sign-language video a more promising
use is not to synthesize video pixels (expensive, unstable, and not what the classifier consumes) but
to synthesize class prototypes in embedding space, conditioned on semantically similar frequent classes,
giving the classifier a reliable anchor for every tail class without new video.

Contributions. We make four contributions.

1. We cast long-tail video SLR as a prototype-imbalance problem and propose LT-SignDiff, in which
a conditional diffusion model acts as a generative prior over rare-class prototypes in a skeleton
encoder’s embedding space.

2. We introduce a hybrid cosine classifier that mixes a learnable head with kNN-conditioned dif-
fusion prototypes through a single interpretable weight α, with a three-phase curriculum that
resolves the chicken-and-egg dependency between good embeddings and good prototypes.

3. We provide the first long-tail-aware evaluation of the VSL corpus [24], reporting Macro-F1 and
explicit tail-tier behaviour.

4. Across three corpora (VSL, WLASL-2000, BSL-1K) we show that the tail gain from diffusion
prototype synthesis tracks the severity of per-class scarcity (H3), reaching +13.3 Top-1 on VSL.

Novelty and distinction from prior work. LT-SignDiff is not a re-combination of off-the-shelf
parts. Three points make the contribution specific. (i) Where the generative model acts: prior diffusion-
for-imbalance methods synthesize pixels or a global feature distribution; we synthesize class prototypes—
the exact objects a cosine classifier compares against—so a single 512-d denoise replaces an entire under-
trained classifier row. (ii) What conditions it : synthesis is conditioned on the local k-nearest frequent
prototypes rather than a global prior, which keeps each rare class inside an articulation-related neigh-
bourhood instead of the dataset mean. (iii) Why it is principled : the hybrid classifier can be read as
a shrinkage estimator (Sec. 3), giving a variance-reduction argument for the tail rather than a purely
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empirical recipe. To our knowledge no prior SLR or long-tail method combines these three, and none has
been demonstrated in a regime where 64% of classes are one-shot.

Paper organization. Section 2 reviews related work. Section 3 presents the framework. Section 4
describes datasets, protocol and baselines. Section 5 reports results, cross-dataset generalization, abla-
tions, and a discussion of when and why the prior helps. Section 6 concludes with limitations and future
work.

2. Related Work

2.1. Video-based Sign Language Recognition
Early SLR systems used hand-crafted motion descriptors and HMMs. Modern systems fall into three

families: 3D-CNN pipelines [1, 2] (e.g. I3D on RGB clips), skeleton GCN/Transformer models [4, 6]
that consume MediaPipe or OpenPose keypoints, and multi-branch whole-body models [3, 5] that encode
hand, face and pose separately. Skeleton models are attractive because sign semantics are dominated
by hand configuration, facial (mouth/eyebrow) morphology and upper-body pose, captured by keypoints
without exposing the model to appearance nuisance factors.

2.2. Long-Tail Learning
Strategies fall into: (i) re-sampling/re-weighting [10, 11]; (ii) logit adjustment [12, 13]; (iii) decoupled

feature/classifier learning [14]; and (iv) feature augmentation [15, 16]. Most assume hundreds of head
samples and dozens of tail samples; the extreme few-shot long-tail regime studied here (a median of one
recording per class, thousands of one-shot classes) is largely untouched, and methods tuned for dozens
of tail samples are not expected to transfer to it directly. Concretely, re-weighting and logit adjustment
reshape gradients or decision thresholds but leave a one-shot class’s weight vector estimated from a
single point; decoupling [14] re-trains the classifier on the same scarce features; and feature-augmentation
methods [15, 16] perturb existing samples without supplying a class-level anchor. None constructs a
reliable prototype for a class seen once—the specific failure LT-SignDiff targets.

2.3. Diffusion Models in Vision and for Imbalance
DDPM [7] and score-based models [8] are the dominant generative paradigm in vision. Diffusion has

been used for class-balanced augmentation in image classification [20, 21], for feature hallucination in
few-shot learning [19, 22], and in a few action-recognition contexts [23]. Critically, these methods operate
in pixel space or model a single global feature distribution, so their cost scales with video synthesis and
their samples are not tied to the geometry the classifier actually uses—neither property suits a 512-d
cosine classifier over thousands of one-shot classes. To our knowledge, diffusion has not previously been
applied to long-tail sign-language recognition, nor cast as a prototype-space generator conditioned on
k-nearest frequent classes.

2.4. Low-Resource Sign Languages
Compared to ASL or BSL, low-resource sign languages (Vietnamese [24], Thai, Filipino, Indonesian)

have orders of magnitude less data and no large pre-trained sign encoders. Prior VSL work [24] used
off-the-shelf 3D-CNN and skeleton classifiers and did not target imbalance, so tail-class behaviour was not
reported in a Macro-F1 sense. This is, to our knowledge, the first work to treat VSL as a long-tail problem
and to design a method whose inductive bias explicitly compensates for the scarcity of Vietnamese sign
data.

2.5. Gap
No prior work jointly addresses (a) skeleton-based video SLR for a low-resource sign language, (b)

extreme few-shot long-tail class distributions, and (c) diffusion-based feature-space generation for rare
classes. LT-SignDiff fills this gap.
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3. Methodology

3.1. Problem Setting and Notation

A sign clip is a skeleton tensor X ∈ RT×V×C with T=16 frames, V=110 joints (MediaPipe Holistic
hands+face, indices [0:110)) and C=3 coordinates. Let y ∈ {1, . . . , Ccls} be the label, Ccls=3782, and nc

the number of original recordings of class c (before augmentation). Classes with nc ≥ ν are frequent (F);
the rest are rare (R). We use ν for the frequency threshold, τ exclusively for a softmax temperature, Td
for the number of diffusion steps, at for attention weights and α for the hybrid-classifier mixing weight,
so that no symbol is overloaded.

3.2. Skeleton Temporal Backbone

We encode each clip with a compact TempConv +BiLSTM + attention backbone (Fig. 1-A):

H(1) = ReLU(Conv2D(X)), (1)

H(2) = ReLU(Conv2D(H(1))), (2)

H(3) = BiLSTM(flatten(H(2))) ∈ RT×512, (3)

at = softmaxt(⟨H(3)
t , q̂⟩), (4)

z =
u

∥u∥2
, u =

∑︂
t

at H
(3)
t , (5)

where q̂ is a learnable unit query and z ∈ S511. Packed-sequence masking ensures padded frames enter
neither the LSTM nor the softmax.

Why this backbone. We deliberately keep the encoder lightweight rather than adopting a Trans-
former or ST-GCN. In the one- to few-shot regime (median one recording per class), high-capacity
attention-only or graph encoders over-fit quickly and are hard to regularize; the convolutional–recurrent
hybrid has an order of magnitude fewer parameters (4.3M) yet retains sufficient temporal modelling for
isolated signs, and produces a stable embedding manifold on which the diffusion prior depends. The
contribution here is the generative treatment of the tail, not a new encoder; the backbone is intentionally
simple and orthogonal, and could be swapped for a stronger encoder without changing the method.

3.3. Prototype Bank for Frequent Classes

After a short warm-up (Phase 1) we freeze the backbone and compute per-class mean embeddings
from frequent-class batches:

µc =
1

nc

∑︂
i:yi=c

zi, pc =
µc

∥µc∥2
, c ∈ F . (6)

The set B = {pc}c∈F is the Prototype Bank : reliable anchors on S511.

3.4. Frequency Threshold

A reliable prototype requires several distinct recordings of a class: a class with a single original video,
even if augmented into many perturbed copies, still provides only one genuine sample of the sign and
cannot yield a trustworthy centroid. We therefore define frequency by the count of original recordings
nc, and set ν=6: a class is frequent (F) iff nc ≥ 6. On VSL this gives |F|=97 classes (2.6% of classes, 587
original recordings), leaving 3,685 rare classes—2,422 of which are one-shot. The prototype prior is thus
asked to synthesize anchors for the overwhelming majority of the vocabulary from a small, well-sampled
frequent set. Defining frequency on augmented counts instead would be circular (it would reward classes
we happened to augment more), which is why the threshold is applied to original recordings.
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3.5. SignDiffusion: A Feature-Space Generative Prior
We formulate rare-class prototype synthesis as a conditional diffusion process on S511. Given a rare

anchor zr (Sec. below) and its k nearest bank neighbours {pc(1) , . . . , pc(k)
} in B, we:

1. Form the semantic condition p̄ = norm
(︁
1
k

∑︁
j pc(j)

)︁
.

2. Sample a step t ∈ [0, Td) uniformly and normalize t̃ = t/Td ∈ [0, 1).

3. Form a noisy state znoisy = t̃ ϵ+ (1− t̃) p̄, ϵ∼N (0, I).

4. Predict the noise ϵ̂ = fθ([znoisy; t̃; zr]).

5. Denoise: ẑ = norm
(︁
znoisy − ϵ̂ · t̃

Td

)︁
.

Obtaining the rare anchor zr. zr is the class-specific component of the condition. When a rare
class has ≥ 2 training samples we set zr to their normalized mean; when samples are too few for a
stable centroid we use the learnable classifier weight Wc. Because Wc is under-trained for rare c, zr is
a noisy conditioning signal, not a target: the reliable component is the neighbour centroid p̄, while zr
supplies a class-specific offset. This division of labour prevents an unreliable anchor from dominating the
synthesized prototype and keeps synthesis stable even at one or two samples per class.

Why diffusion rather than a simpler rule. A natural question is why a diffusion prior is preferable
to (a) averaging the k neighbours, (b) linear interpolation, or (c) a metric-learning prototype. Averaging
and interpolation place every rare prototype on the convex hull of its neighbours, so distinct rare classes
that share neighbours are mapped to nearly identical points—the degenerate behaviour we observe in the
“α=1 with mean condition” ablation. Metric learning still needs several samples per class to estimate a
centroid. The diffusion denoiser instead learns, from bank-to-bank denoising, the distribution of plausible
prototypes on the manifold; it can therefore place a rare prototype near but not collapsed onto the
neighbour centroid, preserving discriminability. The “α=1.0” and “No KL” rows of Table 9 quantify the
gap.

Why an MLP denoiser. The diffusion operates on a single 512-d vector rather than a spatial or
sequential signal, so convolutional or attention denoisers have no locality to exploit and, at this data scale,
over-fit. We use a 3-layer MLP (two hidden layers of width 512, a few hundred thousand parameters)
that trains in minutes on one GPU. More expressive denoisers (small Transformers, score-based SDEs)
are a natural extension (Sec. 6), left to future work.

Phase-2 pre-training loss.

Ldiff = ∥ẑ − zr∥22⏞ ⏟⏟ ⏞
reconstruction

+λ ·KL
(︁
softmaxτ (ẑ B⊤) ∥U

)︁⏞ ⏟⏟ ⏞
bank-spreading regularizer

, (7)

with λ=0.1, temperature τ=0.07 and U uniform over |F| bank entries. The KL term penalizes solutions in
which every synthesized prototype snaps to the same bank neighbour, preserving discriminability among
rare classes.

Choice of Td and λ. Both were selected by validation-set search during development. The number
of diffusion steps Td trades denoising fidelity against synthesis cost: because the process runs on a single
normalized vector rather than an image, few steps suffice, and Td=50 sat at the knee where further steps
no longer improved validation Macro-F1 while linearly increasing the (offline) synthesis time. The KL
weight λ balances reconstruction against bank-spreading: too small collapses distinct rare prototypes
onto a shared neighbour, too large pushes prototypes toward the uniform distribution and away from
their semantic siblings; λ=0.1 was the validation optimum. The ablation “No KL” in Table 9 (−3.3
Top-1) quantifies the collapse end of this trade-off.

3.6. Hybrid Cosine Classifier
At inference we build M ∈ RCcls×512:

Mc =

{︄
pc, c ∈ F ,

Dθ

(︁
zcr
)︁
, c ∈ R,

(8)
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where Dθ(z
c
r) denotes the reverse diffusion process of Sec. 3.5 run with the class anchor zcr (the normalized

sample mean when ≥ 2 training clips exist, else the classifier weight Wc) and conditioned on the k nearest
bank neighbours of zcr; its output is the final ℓ2-normalized ẑ, and W ∈ RCcls×512 are the learnable classifier
weights. The hybrid logits are:

ℓ(z) = α · s cos(z,M) + (1− α) · s cos(z,W ), (9)

with scale s=10 and mixing α=0.7. For a head class the Mc row is a real prototype anchoring the
classifier to ground truth; for a rare class Mc is a diffusion sample close to the centroid of its k frequent
siblings, preventing a pathological decision boundary. Equation (9) can be interpreted as shrinkage: the
rare-class score blends the high-variance, few-sample estimate Wc with the low-variance, data-driven
prior mean Mc. Because both templates lie on S511 and the prior pulls Mc near Wc’s neighbourhood, the
convex combination of the two cosine terms behaves like a cosine to a shrunk template αMc+(1−α)Wc,
analogous to James–Stein shrinkage toward a learned prior—which reduces estimation variance on the
tail.

3.7. Tier Definition (used consistently throughout)

We define three frequency tiers by the number of original recordings per class: Head (nc ≥ 6), Mid
(2 ≤ nc ≤ 5) and Tail (nc = 1). On VSL this yields 97 Head, 1,263 Mid and 2,422 Tail classes (2.6% /
33.4% / 64.0% of the vocabulary); the Head tier coincides with the frequent set F (Sec. 3.4). The same
partition is used for the curriculum below and for the per-tier evaluation in Sec. 5, so “head/mid/tail”
has a single, consistent meaning.

3.8. Training Curriculum

Phase 1 (Prototype Bank). Fixed backbone; extract B (Sec. 3.3).
Phase 2 (Diffusion Pre-training). Freeze backbone and bank; train fθ with Ldiff (Sec. 3.5).
Phase 3 (End-to-End Curriculum). Unfreeze everything and iterate the tier schedule {Head, Head+Mid,
All} (Sec. 3.7) with an inverse-frequency weighted sampler, a class-balanced focal loss on the hybrid logits,
and an EMA copy for validation.

Skeleton augmentation (isotropic noise σ=0.01, scale U(0.9, 1.1), temporal shift ±2 frames) is applied per
step. AdamW (lr 3×10−4, wd 5×10−2), 1-epoch warm-up, cosine decay to 10−6, gradient clipping at 1.0.
Phase 1 / Phase 2 run 100 epochs each; Phase 3 runs 200 epochs per tier over three tiers (600), totalling
800 epochs.

3.9. Computational Complexity and Deployment

The full model has 4.5M parameters (4.3M backbone + ∼0.26M denoiser). We separate three costs.
(i) Training. Phases 1–3 total 800 epochs; the dominant term is the backbone forward/backward over
the augmented training set. (ii) Prototype synthesis (offline, once). Building the rare rows of M costs
O(|R| (kd+Ld2)), where d=512, k=5 and L is the number of MLP layers: a kNN lookup in the 97-entry
bank plus one MLP denoise per rare class. For |R|=3,685 this is a few million FLOPs in total and runs
in seconds; it is not repeated at test time. (iii) Inference. At test time diffusion is absent: a clip is
embedded by the backbone (O of one forward pass) and scored by a single cosine product against the
precomputed M ∈ RCcls×d, i.e. O(Ccls d) for the classifier. Inference cost is therefore independent of the
diffusion module and identical to a plain cosine classifier of the same backbone. Measured wall-clock
latency and peak memory: on a single NVIDIA RTX 3090 (24 GB), end-to-end inference is 4.2ms/clip
(3.8ms backbone + 0.4ms cosine scoring), with peak inference memory of 1.35GB; peak training memory
is 6.8GB and the one-off offline prototype synthesis for all 3,685 rare classes completes in 4.7 s. Because
diffusion is offline and inference is a single matrix multiply, LT-SignDiff is deployable at the cost of the
backbone alone, which is what makes it suitable for on-device low-resource SLR.
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3.10. Why this Works for the Tail

The standard failure mode is that Wc for c ∈ R is under-constrained: gradients from a handful of
samples (one, for most classes) cannot localize the centroid in 512-d. The diffusion-conditioned Mc acts as
a prior mean pulling the effective classifier toward a plausible sibling cluster. Because the prior is learned
by bank-to-bank denoising (Phase 2), it captures how plausible prototypes distribute on the manifold
and does not merely average neighbours; the KL-spreading regularizer further preserves separation.

Figure 1: Overview of LT-SignDiff. (A) A skeleton clip is encoded by TempConv→BiLSTM→attention
into z∈S511. (B) Frequent-class embeddings form the Prototype Bank B. (C) For each rare class, the k
nearest frequent prototypes condition an MLP denoiser fθ that synthesizes Mc. (D) The full matrix M
and the learnable classifier W are mixed by ℓ(z)=αs cos(z,M)+(1−α)s cos(z,W ).

Figure 2: Three-phase training curriculum of LT-SignDiff.

4. Experiments

4.1. Dataset and Splits

We evaluate on the VSL corpus first released in [24]. VSL is a low-resource benchmark: a small
signing community, dialect fragmentation, and no commercial-scale corpus—so the tail cannot be “fixed
by more data.” Skeletons are extracted with MediaPipe Holistic ((T, 143, 3) keypoints per clip); the
first 110 joints (hands+face) are used (Sec. 4.3). The corpus comprises 6,046 original recordings
over 3,782 classes, an average of only 1.60 recordings per class (median 1, max 7; imbalance ratio
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maxc nc/minc nc=7). Its shape is severely long-tailed: 2,422 classes (64.0%) have a single recording,
1,263 (33.4%) have 2–5, and 97 (2.6%) have 6+ (Fig. 3, Table 1).

Training-time augmentation. Because most classes are one- or few-shot, we augment the training
partition with skeleton-space perturbations (Sec. 3.8), expanding its 4,142 original training recordings to
25,073 training clips. Augmentation supplies gradient signal for rare classes but adds no new information;
it is orthogonal to the prototype prior, which is what supplies rare-class structure. Augmentation is
applied only to the training partition, so no augmented copy of a test recording ever appears in training.

Splits. The 6,046 original recordings are split into 4,142 train / 544 validation / 1,360 test
recordings (the train partition is then augmented as above). A consequence of the extreme tail is that
a one-shot class cannot appear in both train and test; we therefore keep every one-shot class in training
and draw the test set from classes that have a held-out recording. As a result the test set contains 97
Head and 1,263 Mid clips but no held-out one-shot (Tail) clip. The 1,263 Mid clips further split by
their training support: 52 come from classes with ≥ 2 training recordings, while 1,211 come from classes
with a single training recording—the “few-shot, ntrain=1” group that serves as our measurable proxy for
tail generalization (Sec. 5). Because the diffusion prior operates on class prototypes, it is agnostic to
signer identity.

4.2. Class Distribution

Fig. 3 and Table 1 characterize the long tail on the original recordings. The distribution is dominated
by one-shot classes: 2,422 of 3,782 classes (64.0%) have a single recording. The imbalance ratio in raw
counts is only 7, but the difficulty is the absolute shortage—a median of one recording per class—which
places most of the vocabulary in a one- or few-shot regime that standard long-tail methods (tuned for
dozens of tail samples) do not address.

Figure 3: Original per-class recording counts on VSL (6,046 recordings, 3,782 classes). 64% of classes
have a single example.

Table 1: VSL original-recording tier statistics (Sec. 3.7).
Tier #Classes % Classes #Recordings

Head (nc ≥ 6) 97 2.6 587
Mid (2 ≤ nc ≤ 5) 1,263 33.4 3,037
Tail (nc = 1) 2,422 64.0 2,422

All 3,782 100.0 6,046
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4.3. MediaPipe Joint Selection

We use the first 110 MediaPipe Holistic joints (both hands + face) and exclude the 33 body-pose
joints. Isolated word-level signs are dominated by handshape and facial articulation, whereas body-pose
keypoints are dominated by recording-setup variation under the seated capture used in VSL; excluding
them removes 33×3 noisy input dimensions. Retaining pose is a one-line change and orthogonal to our
contribution; Table 2 confirms the 110-joint layout is slightly better than the full 143-joint one (62.5 vs.
60.9 Top-1), so pose is excluded by choice, not necessity.

Table 2: Joint-layout ablation on VSL (Top-1↑ / Top-5↑ / Macro-F1↑).
Layout Top-1 Top-5 Macro-F1

110 (hands+face, default) 62.5 81.4 58.2
143 (hands+face+pose) 60.9 80.1 56.4

4.4. Metrics

Top-1 and Top-5 accuracy (instance-level) and Macro-F1 (class-level); Macro-F1 is the primary tail-
aware metric. All metrics are “higher is better” (↑).

4.5. Baselines

Cosine-Softmax (backbone only): backbone with a plain cosine classifier, weighted sampler
and focal loss; no diffusion, no bank.

WB-DPNet: whole-body dual-reference prototype network, four Transformer branches (hand/face/pose/motion),
FiLM signer adapter, momentum prototype memory. Higher capacity (16.5M vs. 4.3M) but no
generative tail prior.

I3D and Skeleton-GCN [24]: prior VSL baselines, re-evaluated under the full 3,782-class protocol
with Macro-F1.

LT-SignDiff (proposed): Sec. 3.

Representative long-tail losses (LDAM-DRW [11], decoupled cRT [14], logit adjustment [12]) assume
dozens of tail samples; we nonetheless retrain them on our backbone under the identical protocol and
report them in Table 7 (Sec. 5.8).

4.6. Implementation and Training Configuration

Full configuration in Table 3. Input: T=16, V=110, C=3. Backbone: Conv2D(3→64)→Conv2D(64→128)→BiLSTM(h=256,
L=2, bi)→attention→R512. Denoiser: 3-layer MLP (width 512), Td=50, s=10, α=0.7, k=5. Focal loss
(γ=2), label smoothing 0.05; AdamW (lr 3×10−4, wd 5×10−2), batch 64, AMP, gradient clip 1.0, EMA
0.999. Training and inference run on a single NVIDIA RTX 3090 (24GB) under mixed precision; software
environment: Python 3.13, PyTorch 2.6 (CUDA 12.4), MediaPipe 0.10 for Holistic skeleton extraction.
Identical hyperparameters are used on every dataset (Sec. 5.9); no per-dataset tuning, the only automatic
adaptation being the top-K rule following each corpus’s distribution.
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Table 3: Training configuration for LT-SignDiff.
Hyperparameter Value

Input
Clip length T 16 frames
Joints V (hand+face) 110

Coord dim C 3

Backbone
Conv2D channels 3 → 64 → 128

BiLSTM hidden / layers 256 / 2 (bi)
Embedding dim 512 (L2-normalized)

Head & diffusion
Classifier scale s 10

Hybrid mixing α 0.7

kNN k 5

Frequency threshold ν 6 (orig. recordings)
Diffusion MLP hidden 512, 3 layers
Diffusion steps Td 50

KL reg. weight λ 0.1

KL temperature τ 0.07

Optimization
Optimizer AdamW
Learning rate 3×10−4

Weight decay 5×10−2

LR schedule warm-up 1 ep. + cosine
Minimum LR 1×10−6

Batch size 64

Gradient clip 1.0

EMA decay 0.999

Loss
Classification focal (γ=2)
Label smoothing 0.05

Diffusion MSE + KL-spread

Curriculum
Phase 1 / Phase 2 epochs 100 / 100

Phase 3 epochs per tier 200 (×3)
Sampler inverse-freq. weighted

Augmentation
Isotropic noise σ 0.01

Scale jitter U(0.9, 1.1)
Temporal shift ±2 frames

Precision / hardware
Mixed precision AMP (fp16) on CUDA
Hardware 1× NVIDIA GPU
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Table 4: Main results on VSL (3,782 classes; 1.60 original recordings/class, 64% one-shot), full test split.
All metrics higher is better (↑).

Method Params Top-1↑ Top-5↑ Macro-F1↑
I3D baseline [24] 12.3 M 21.4 33.1 16.5
Skeleton-GCN [24] 3.1 M 29.8 45.2 24.7
Cosine-Softmax (backbone only) 4.3 M 49.2 71.0 45.8
WB-DPNet (full test, all tiers) 16.5 M 18.2 26.7 13.7
LT-SignDiff (proposed) 4.5M 62.5 81.4 58.2

I3D and Skeleton-GCN are reproductions of the [24] baselines, re-evaluated under the full 3,782-class protocol with Macro-F1.
WB-DPNet is trained on a head-tier curriculum and degrades sharply when the full tail is evaluated. LT-SignDiff Top-1 is
62.5 ± 0.5 over 3 seeds; its gain over every baseline is statistically significant (McNemar p < 10−30 vs. the backbone, Sec. 5.2).

5. Results and Discussion

5.1. Main Results

On the full 3,782-way test split (Table 4), I3D and Skeleton-GCN reach 21.4% and 29.8% Top-1 and
suffer further on Macro-F1; the backbone-only cosine-softmax reaches 49.2% Top-1 / 45.8% Macro-F1,
learning a reasonable embedding but placing poor rare-class boundaries. WB-DPNet reaches only 18.2%
Top-1 / 13.7% Macro-F1: its high-capacity multi-branch Transformer fits high-frequency classes but
does not generalize across the tail. LT-SignDiff attains 62.5% Top-1 / 81.4% Top-5 / 58.2% Macro-
F1—+13.3 Top-1 and +12.4 Macro-F1 over the backbone, and +32.7 Top-1 over the best prior VSL
baseline—gains driven almost entirely by tail-class recovery through the synthesized prototype matrix
M (Sec. 5.10). LT-SignDiff succeeds despite the extreme few-shot tail precisely because it does not learn
each rare boundary from one or two samples; it imputes a low-variance prototype per rare class, turning
a few-shot estimation problem into a nearest-prototype retrieval problem.

5.2. Statistical Significance

We assess significance two ways on the 1,360-clip test split. Over 3 random seeds, LT-SignDiff Top-1 is
62.5± 0.5, so the reported gains far exceed seed variance. A McNemar test between LT-SignDiff and the
strongest non-generative baseline (backbone cosine-softmax) on paired per-clip predictions gives b=220
clips corrected only by LT-SignDiff versus c=39 corrected only by the baseline (χ2=125.1, p < 10−30):
the +13.3 Top-1 improvement is highly significant.

5.3. Confidence Intervals

Bootstrap 95% CIs over the test clips (10k resamples) are Top-1 62.5 [59.9, 65.0], Top-5 81.4 [79.2, 83.4]
and Macro-F1 58.2 [56.4, 59.9]. The dominant uncertainty is finite test-set size; the gap to the backbone
(49.2 Top-1) lies well outside the interval.

5.4. Training Dynamics

Fig. 4 plots Top-1 validation accuracy over the 600-epoch Phase-3 curriculum (200/tier). Accuracy
grows from 0.4% at epoch 1 to over 61.5% by the end, steepest during the first tier—where the synthesized
prototypes begin to dominate the under-constrained classifier rows. The curve saturates smoothly with
no catastrophic forgetting across tier transitions, which we attribute to the EMA validation model and
the KL-spreading regularizer.
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Figure 4: Phase-3 validation Top-1 over the 600-epoch curriculum (3×200) on VSL. Dashed lines mark
tier transitions head→head+mid→all.

5.5. Held-out Per-group Analysis
Per-tier accuracy must be measured on test clips. Under the original-count tiers, the test split contains

97 Head and 1,263 Mid clips and—by construction—no held-out one-shot clip, so we cannot report a held-
out “Tail (nc=1)” accuracy. We instead evaluate the three groups that are actually present in the test
split: Head (nc ≥ 6, 97 test clips), Mid-support (Mid-tier classes with ≥ 2 training recordings, 52 test
clips), and the tail proxy Few-shot (classes with a single training recording, 1,211 test clips). Table 5
reports Top-1/Top-5/Macro-F1 for LT-SignDiff and the backbone on these groups.

The largest gain is exactly on the Few-shot group: LT-SignDiff reaches 60.1% Top-1 / 56.2% Macro-F1
versus 46.8% / 43.2% for the backbone (+13.3 Top-1, +13.0 Macro-F1), i.e. the headline improvement
is concentrated where the classifier row is most under-constrained. The Top-1–Top-5 gap widens from
Head (76.3 → 91.5) to Few-shot (60.1 → 79.8): when LT-SignDiff errs on a rarely-seen class the correct
sign is usually still in the top-5, consistent with kNN-conditioned synthesis placing the prototype in the
right neighbourhood.

Table 5: Held-out per-group evaluation on the VSL test split (Top-1↑ / Top-5↑ / Macro-F1↑). Groups
are defined on test clips; “Few-shot” = classes with a single training recording (1,211 test clips), the
measurable proxy for tail generalization (no held-out one-shot clip exists).

Group (n test clips) Head (97) Mid-support (52) Few-shot (1,211)

Cosine-Softmax (backbone) 72.4 / 89.1 / 69.5 58.2 / 78.0 / 54.8 46.8 / 69.1 / 43.2
LT-SignDiff 76.3 / 91.5 / 72.1 68.4 / 86.2 / 65.0 60.1 / 79.8 / 56.2

∆ (LT − backbone) +3.9 / +2.4 / +2.6 +10.2 / +8.2 / +10.2 +13.3 / +10.7 / +13.0

Class-level confusions (Table 6) confirm the failure mode is semantic: the most frequent errors are
minimal pairs and near-homographs (person-number pronouns, opposite directions, similarly-named land-
marks), not falls onto the most frequent class—the behaviour a prototype-free classifier would show. This
is a direct signature of the kNN-conditioned prior constraining each rare prototype to an articulation-
related neighbourhood.

5.6. When the Prior Can Mislead
The prior helps only when a rare class’s nearest frequent neighbours are semantically appropriate. It

can mislead when the neighbours are visually but not semantically related—signs sharing a handshape
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but differing only in movement or location (minimal pairs); then Mc is pulled toward the wrong cluster.
Table 6 shows the residual errors are indeed dominated by such minimal pairs and near-homographs rather
than falls onto frequent classes. This motivates the multimodal / phonology-conditioned extensions in
Sec. 6.

5.7. Qualitative Analysis

Fig. 5 shows a t-SNE projection of the embedding space with the real frequent prototypes and the
diffusion-synthesized rare prototypes overlaid: each synthesized prototype falls inside its nearest frequent
neighbourhood but is not collapsed onto the frequent bank point—the geometric signature of the prior
and of the KL-spreading term. Fig. 6 gives representative correctly- and incorrectly-classified signs; the
errors are the semantic minimal pairs of Table 6 (e.g. “we (3 people)” vs. “we (2 people)”, East vs. West),
not falls onto unrelated frequent classes.

Figure 5: t-SNE of the VSL embedding space. Light dots: clip embeddings z; blue: diffusion-synthesized
rare prototypes Mc; red: real frequent bank B. Synthesized rare prototypes sit within frequent neigh-
bourhoods without collapsing onto them.



228 Inteligencia Artificial 78(2026)

Figure 6: Representative correctly (top) and incorrectly (bottom) classified signs on VSL, with skeleton
overlays. Incorrect cases are semantic minimal pairs (person-number pronouns, opposite directions),
consistent with Table 6.

Table 6: Top class-level confusions of LT-SignDiff on the VSL test split. Errors are dominated by minimal
pairs (person-number, direction) and near-homographs (shared handshape or similar landmark names),
not by falls onto frequent classes.

Rank True gloss Predicted gloss #Err.

1 we (3 people) we (2 people) 11
2 bamboo (cay tre) palm tree (cay co) 9
3 East (phuong Dong) West (phuong Tay) 8
4 Cai Be floating mkt. Cai Rang floating mkt. 7
5 Huong Pagoda One-Pillar Pagoda 6
6 one (1) two (2) 6

Confusion types: person-number minimal pair, handshape near-homograph, opposite direction, similar location name, landmark
neighbour, number minimal pair.

5.8. Comparison with Long-Tail Learning Methods

Table 7 compares LT-SignDiff against three representative long-tail methods retrained on the same
backbone and protocol. All three improve over the plain backbone (49.2 Top-1) but plateau around 51–
52% Top-1, well below LT-SignDiff (62.5): calibrated margins (LDAM-DRW), classifier re-training (cRT)
and threshold shifting (logit adjustment) reshape how the few tail samples are used, but none supplies a
prototype for a one-shot class, which is the missing ingredient LT-SignDiff adds.
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Table 7: Long-tail learning methods on VSL, same backbone and protocol (Top-1↑ / Top-5↑ / Macro-
F1↑).

Method Params Top-1 Top-5 Macro-F1

Cosine-Softmax (backbone) 4.3M 49.2 71.0 45.8
Logit adjustment [12] 4.3M 50.9 71.8 46.8
LDAM-DRW [11] 4.3M 51.8 72.6 47.9
cRT (decoupled) [14] 4.3M 52.4 73.1 48.5
LT-SignDiff 4.5M 62.5 81.4 58.2

5.9. Cross-Dataset Generalization: WLASL and BSL-1K

To test transfer beyond VSL, we re-run the full pipeline with identical hyperparameters (Sec. 4.6)
on WLASL-2000 [1] (2,000 ASL classes, strong Zipf tail) and BSL-1K [3] (1,064 BSL classes, weak
mouthing labels but far richer per-class support). Baselines are retrained under the same protocol.

Table 8: Cross-dataset evaluation on official test splits. Top-1↑/Top-5↑/Macro-F1↑.
WLASL-2000 BSL-1K

Method Top-1 Top-5 Mac-F1 Top-1 Top-5 Mac-F1

I3D [1] 32.4 57.3 26.8 64.7 84.9 58.3
Skeleton-GCN [4] 43.2 66.8 38.1 60.1 81.5 54.0
Cosine-Softmax (backbone) 47.6 71.2 40.5 62.4 82.3 56.1
WB-DPNet 15.6 40.4 11.9 55.8 77.4 48.2
LT-SignDiff (proposed) 51.2 74.0 43.8 68.1 87.0 61.5

Table 8 shows a consistent pattern. On WLASL-2000 the WB-DPNet tail failure reproduces (15.6%
Top-1 / 40.4% Top-5, near its VSL behaviour of 18.2%), while LT-SignDiff reaches 51.2% Top-1 / 74.0%
Top-5 / 43.8% Macro-F1, +3.6 Top-1 over the strongest non-diffusion baseline. On BSL-1K, with far
more samples per class, LT-SignDiff still wins (68.1% Top-1 / 61.5% Macro-F1) but the margin narrows
to +3.4 Top-1 / +3.2 Macro-F1, and WB-DPNet no longer collapses (55.8% Top-1).

Why the gap differs (beyond data volume). The difference reflects not only how much data
each corpus provides but the resulting geometry of the classifier. When per-class support is tiny (VSL),
the rows Wc are nearly random, so the low-variance prototype Mc has maximal leverage in the shrinkage
of Eq. (9); when support is dense (BSL-1K), Wc is already well-localized, so Mc largely refines rather
than replaces it, and the gain shrinks. WLASL-2000 sits between the two. This ordering is exactly what
the shrinkage view predicts: the prior contributes most where the data-driven estimate is weakest.

Takeaway. The tail gain tracks the severity of per-class shortage: ∆Top-1 over the strongest non-
diffusion baseline is +13.3 on VSL, +3.6 on WLASL-2000 and +3.4 on BSL-1K. LT-SignDiff is therefore
worth the most when the classifier row is most under-constrained (supporting H3), while remaining a net
positive—though smaller—when per-class support is already adequate.

5.10. Ablations

Table 9 isolates each design choice. The largest drops occur when the diffusion module is removed
(−13.3 Top-1) or the Prototype Bank is disabled (−14.9 Top-1), confirming that the combination of real-
prototype anchoring on head classes and synthesized anchoring on tail classes produces the gain. KL-
spreading contributes +3.3 Top-1: without it, multiple rare classes merge onto the same head neighbour.
Skeleton augmentation contributes +2.1 Top-1 (60.4 → 62.5), so augmentation helps but is not the source
of the main gain—the diffusion prior is. The model is insensitive to k ∈ [5, 20] but degrades at k=1,
where synthesis is too local.
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Table 9: Ablation on the VSL test split (Top-1↑ / Macro-F1↑).
Variant Top-1 Macro-F1

Full LT-SignDiff 62.5 58.2
w/o Phase 2 (no diffusion pre-train) 58.1 51.9
w/o diffusion (α=0) 49.2 45.8
w/o Prototype Bank (use W as M) 47.6 44.1
α=1.0 (prototypes only) 56.7 53.2
k=1 nearest neighbour 60.3 55.1
k=20 nearest neighbours 60.8 56.4
No KL spreading regularizer 59.2 53.7
No skeleton augmentation 60.4 56.5

5.11. Why Diffusion Helps the Tail

The mechanism is twofold. (i) Parameter efficiency in the tail : for c ∈ R, a conventional classifier
learns a 512-d weight from as little as one gradient signal, whereas LT-SignDiff makes Mc a deterministic
function of bank members, so the rare row has effectively zero free parameters conditional on B and θ.
(ii) Semantic coherence on the manifold : because fθ denoises toward the bank manifold, Mc lies among
articulation-related signs even when Wc is essentially random. The shrinkage interpretation of Eq. (9)
makes this intuition concrete: blending a high-variance few-sample estimate with a low-variance learned
prior reduces estimation error, which is consistent with the >12-point Macro-F1 gain over the backbone.

5.12. Practical Implications

Because diffusion is offline and inference is a single cosine multiply (Sec. 3.9), LT-SignDiff is deployable
at the cost of the backbone alone, suitable for real-world low-resource SLR (e.g. on-device assistive tools
for VSL). The hybrid classifier can further be distilled into one head after synthesis (Sec. 6), removing
the diffusion module at test time.

6. Conclusion and Future Work

6.1. Summary

We introduced LT-SignDiff, whose core contribution is to recast long-tail SLR as prototype imputa-
tion and to show that a conditional diffusion model, conditioned on a local semantic neighbourhood, is
an effective generative prior over rare-class prototypes in a skeleton encoder’s embedding space—rather
than a pixel-level video generator. Methodologically this yields an interpretable hybrid cosine classifier
readable as shrinkage of an under-determined few-shot classifier toward a low-variance, data-driven prior
mean, stabilized by a three-phase curriculum and a bank-spreading regularizer. Empirically, on the 3,782-
class VSL benchmark LT-SignDiff improves over the strongest non-generative baseline by +13.3 Top-1
and +12.4 Macro-F1 (62.5% / 81.4% / 58.2%), and the gain scales with per-class scarcity across VSL,
WLASL-2000 and BSL-1K.

6.2. Limitations

(i) The prior assumes rare and frequent classes share a semantic manifold; a rare sign with no
articulation-similar head sibling (e.g. a regional dialect sign) may be under-modelled and confused with
a visually similar minimal-pair sign (Sec. 5). (ii) Performance depends on the quality of the Prototype
Bank ; a poor bank propagates to every synthesized tail prototype. (iii) Synthesis is sensitive to nearest-
neighbour selection: too small k is over-local (k=1 in Table 9), and the top-K rule determines which
classes seed the bank. (iv) The 800-epoch three-phase curriculum incurs non-trivial training overhead
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(inference remains cheap, Sec. 3.9). (v) The skeleton pipeline discards appearance cues that could disam-
biguate near-homographic signs in RGB. These limitations match the tier confusions and cross-dataset
trends of Sec. 5.

6.3. Future Work

Multimodal conditioning: condition the prior on sign-gloss text or articulated phonology (hand-
shape, location, movement) to reduce minimal-pair confusion.

Temporal diffusion: synthesize rare-class sequences for on-the-fly replay, not only prototypes.

Transformer diffusion & learnable retrieval: replace the MLP denoiser with a small Trans-
former and the heuristic kNN condition with a learnable retrieval head.

Distilled deployment: fold the hybrid classifier into a single head after synthesis for diffusion-free
edge inference.

6.4. Closing

LT-SignDiff shows that, for low-resource sign languages where the tail cannot be closed by collecting
more data, the most effective place to be generative is the prototype space, not the pixel space: a small
feature-space diffusion prior recovers rare classes that high-capacity discriminative models leave under-
determined, at the inference cost of a lightweight backbone. We hope this reframing of long-tail SLR as
prototype imputation offers a practical path toward inclusive recognition for the many sign languages
that will never have large corpora.
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