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Abstract Active Speaker Detection (ASD) aims to identify the speaking individual within a visual scene across
consecutive frames. This task has gained significant prominence due to its role in applications like Human-
Robot Interaction (HRI). While existing multimodal approaches primarily focus on innovating video encoders,
leveraging architectures such as Long Short-Term Memory (LSTM), Convolutional Neural Networks (CNN),
and Graph Neural Networks (GNN), audio encoders have remained almost unaltered, often relying on Mel-
frequency cepstral coefficients (MFCCs) processed through standard CNNs. In this paper, we explore the use
of alternative audio encoding architectures and fusion mechanisms within Light-ASD framework. We conduct
an extensive comparative analysis under in-database and cross-database settings using the AVA and WASD
datasets. Furthermore, we investigate the impact of multi-dataset training by merging the training sets of both.
Our results demonstrate that under in-database conditions, the MFCCs model achieves the best performance
for AVA (93.54% mAP), while Wav2Vec yields the best results for WASD (94.28% mAP). In cross-database
evaluations, X-Vectors exhibits the best generalization capabilities when trained on AVA (87.35% mAP, with a -
2.76% relative performance drop relative to the in-database setting), whereas Wav2Vec generalizes more effectively
when trained on WASD (83.62% mAP, with a -8.03% relative performance drop). Finally, we show that dataset
fusion significantly enhances model robustness, delivering performance metrics that are comparable to their in-
database setting, surpassing them in certain instances.
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1 Introduction

Active Speaker Detection (ASD) has been extensively studied to develop models that correctly identify
speaking individuals in video content [I 2, B]. Even though auto-framing of digital content is one of
the most popular uses of these methods, Human-Robot Interaction (HRI) has been subject of constant
evolution that can benefit from ASD-derived technologies. Integrating ASD models into robots could
represent a significant step forward in interaction quality. This would allow a robot to focus its attention
on whoever is speaking directly to it, creating a sense of closeness [4, B]. Furthermore, if implemented
along with re-identification models, customized attention could be offered based on a history of interac-
tions linked to the most frequent people the robot interacts with. This would allow robots to adapt to
individuals, recognizing them and adjusting to their needs over time [6] [7} [§]. This area would be of great
interest, as the commercialization of social robots is already a reality, being an example of this some
products like Bandit [9] or Pepper [10], each prepared to communicate in their respective workspaces.
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The structure of this paper is as follows: First, in the Related Works section, there will be a brief
contextualization of ASD, how the task gained its relevance and how models try to solve it. Then,
throughout the Methodology section, the methods evaluated on this study will be explained. Next, in
the Experiments section, we introduce the tested architectures and the datasets used to train them.
Finally, the results of this work will be shown in the Results section.

The major contributions of this work are the following:

e We conduct an extensive empirical evaluation of various audio encoding architectures within Light-
ASD model.

e We compare multimodal fusion mechanisms, specifically concatenation versus element-wise addi-
tion.

e We assess the robustness and transferability of the proposed models through in-database and cross-
database evaluations.

e We evaluate the benefits of merging two of the most extended datasets.

2 Related work

The task of ASD has its roots on the work done by Cutler and Davis [I1], where they demonstrated
the relevance of audio and video correlation on speaker recognition, making a multimodal approach
through the use of Time Delayed Neural Networks (TDNNs). Following its publication, the work inspired
mathematical and statistical approaches that did not rely on neural networks [I2]. At the time, neural
networks were not yet widely used. Omne of the main reasons being lacking a large-scale database to
train and compare the networks with [I3]. In 2019, a Google Research team built a large-scale database,
AVA-ActiveSpeaker, that is currently the most extended and meant a key milestone for ASD [14].

The public availability of AVA-ActiveSpeaker lead the way for novel neural networks driven ap-
proaches. One of the first relevant implementations, by Alcdzar et al. [15], was also the first designed
for multi-speaker scenarios. It used multiple frames of cropped faces that were fed into Convolutional
Neural Networks (CNNs) to extract short-term information and, later on, into Long Short-Term Memory
(LSTM) for temporal features. Eventually, Alcdzar et al. also implemented Local Assignation Graphs
(LAN) and Temporal Assignation Graphs (TAN) to encode audio-visual information [I6]. Building on
these works, several variations have since been proposed. ASDNet [I7] gave more emphasis to background
individuals, proposed the use of independent encoders for video and audio; and also proposed the use of
Bidirectional Gated Recurrent Unit (BiGRU) as the temporal modeling method. All of those proposals
lead to TalkNet [I8], that implements 3D convolution for the visual encoder and 2D convolution for audio
encoder, as well as cross-entropy loss function. It also works as the foundation of many of the recent
ASD frameworks [19] 20] 211, 22] 23].

Recent ASD methods add complementary information to improve the performance of the models, such
as body context [20, 22]. Guanjun Li et al. [22] proposed a graph network that captures multiple body
features of the individual to be used as input, while Hugo Carneiro and Stefan Wermter [20] made use
of HRNet [24] in their FabuLight-ASD model, where it obtains the body pose information from. Other
lines of investigation try to make the encoders lighter, like Light-ASD [I9] and LR-ASD [23]. Junhua
Liao et al. [19] proposed the reduction of the convolutions’ dimensionality, as well as the fusion of audio-
visual features in their Light-ASD model, which results into a minimal usage of parameters compared
to the state-of-the-art models at the time. The same authors improved both visual and audio encoders,
refined the audio-visual fusion and optimized the temporal modeling in LR-ASD [23]. Other proposals go
the other way around, trying to make robust models with more complex architectures. Xizi Wang et al.
proposed LoCoNet [21] in which they implemented Long-term Intra-speaker and Short-term Inter-speaker
Modeling to make predictions out of the audio-visual features given.

Currently, the main goal in this subject is to find the best encoders that can improve models’ predic-
tions for in the wild scenarios [I3], 25] 26]. As of now, video encoders have received the majority of the
attention, while audio encoders usually make use of similar approaches; audio representation through the
short-term power spectrum of a sound, called Mel-frequency cepstral coefficients (MFCCs). This is then
fed into CNNs, which is the way to go for most audio encoders [16, 18|, 19} 20} 2T, 22] 23].
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Figure 1: Light-ASD model. From [I9].

For that reason, this study will focus on the audio encoding, comparing different architectures and
testing them on the most extended datasets. From all the options available, this work makes use of X-
Vectors [27], that gets visual representation of the audio data as input and Wav2Vec [28], which extracts
features from the raw audio data.

3 Methodology

The model architecture to use throughout this study is the one proposed by Liao et al. [19]. The
general pipeline of the model can be seen in Figure The audio-visual sample, denoted by index k,
is decomposed into its constituent components: a sequence of consecutive facial frames, Vi, and its
temporally synchronized audio segment, Ag. Then, V;, and Ay are fed into their respectives visual and
audio encoder for feature extraction. The result is both visual (X, ) and audio (Xge) features. Lastly,
features are fused, giving the audio-visual features (Xgq+). This fusion is fed into a BiGRU to obtain
the final prediction.

3.1 Visual encoder

Following the architecture proposed by Liao et al., the visual encoder consists of three sequential visual
blocks of increasing dimensions (32, 64, 128), each followed by a MaxPool layer to reduce dimensionality.
Inside these blocks, 3D convolutions get split into 2D and 1D convolutions for spatial and temporal
information, respectively; significantly reducing the number of system parameters without compromising
precision. This internal block process is performed with a kernel size of 3 and another of 5. After obtaining
results for both kernel sizes, they are unified and passed through a final convolution with kernel size 1
for integration. The final result is the embedding X, of dimension 128 with the main features detected;
this dimension size is adequate to avoid significant information loss.

3.2 Audio encoders

This work focuses on audio encoders tasked with extracting robust feature representations from the audio
signal. In addition to the base encoder proposed by Junhua Liao et al., we consider X-Vectors [27] and
Wav2Vec [29]. Each method is described in detail below.

3.2.1 Base

Following the visual pipeline, Light-ASD derives audio embeddings by segmenting the convolutional net-
works processing Ay. This is achieved by initially encoding the audio as an MFCCs-based representation
M.

Mk ZMFCCS<Ak) (1)
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Figure 2: Light-ASD base audio encoder. From [I9].

Layer Layer context | Total context | Input x output
framel [t —2,t+ 2] 5 120 x 512
frame2 {t —2,¢,t+2} 9 1536 x 512
frame3 {t—3.t,t+3} 15 1536 x 512
frame4 {t} 15 512 x 512
frameb {t} 15 512 x 1500
stats pooling [0,T) T 15007 x 3000
segment6 {0} T 3000 x 512
segment? {0} T 512 x 512
softmax {0} T 512 x N

Table 1: X-Vectors DNN architecture. From [27].
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Figure 3: Wav2Vec framework. From [29].
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An audio block is defined where the 2D convolution is split into two 1D convolutions, one for spa-
tial analysis and the other for temporal analysis. This approach significantly reduces the number of
parameters needed to train the audio encoder without sacrificing precision. To proceed with obtaining
embeddings, a kernel of 3 and another of 5 are used inside the block. Once the results for both kernels
are obtained, they are merged and passed through a final convolutional layer of kernel size 1 for correct
integration.

The final architecture consists of three sequential audio blocks of increasing dimension (32, 64, 128),
each followed by a MaxPool layer, except for the last one, which is followed by an AveragePool that
maintains a dimension of 128 for the final embedding X, (Figure .

3.2.2 X-Vectors encoder

Similar to the base encoder, X-Vectors [27] requires a visual representation of the audio data through
MFCCs as input. The input is subsequently fed into a DNN, where the main encoder process is done.
First, the initial layers act at the frame level with short temporal contexts centered on the moment being
analyzed. After this, the results are sent to a stats pooling layer, where the mean and standard deviation
are calculated. Finally, this is processed by two segment layers and a softmax (Table .

Although the original X-Vectors blocks use 1D convolutions, we replaced them with 2D convolutions
to properly handle MFCC inputs. Channel parameters were also adjusted to match the visual encoder’s
output dimension of 128.

3.2.3 Wav2Vec encoder

Wav2Vec 2.0 [29] is a self-supervised framework that obtains speech representations directly from the
raw audio. Its architecture consists of a multi-layer CNN feature encoder that processes the raw input
into speech representations. These are then fed into a Transformer-based context network to capture
dependencies across the entire sequence (Figure [3)).

This work makes use of Wav2Vec’s feature encoder, which is composed of several blocks that contain
Temporal Convolution Networks (TCNs), followed by layer normalization and GELU activation function.
As stated before, this approach does not require a visual representation of the audio data, as it works
directly with raw audio input, working in a different way from the encoders mentioned earlier.

3.3 Multimodal fusion

After obtaining the audio (Xgq) and video (Xg,) features (Figures [2] and [3] Table[L), two options are
mainly taken when fusing the results for its classification. The first one, that is the method used in
Light-ASD model, is the element-wise addition between Xpo and Xpgq:

Xkav :Xka+ka (2)

This sum, given at the element level, results in a audio-visual vector This element-wise sum yields an
audio-visual vector which length is considerably smaller than in concatenation, the most common way of
multimodal fusion. This approach significantly reduces the number of model parameters.
The second approach is performing a concatenation of Xgq and X, which is the most commonly
used method:
Xikav = Xka © Xigo (3)

This results in a feature vector which size would be the sum of both feature vectors sizes (S = Sx,_, +
Sx4.,)s for which more model parameters must be used, thus going against our intention of keeping the
model as lightweight as possible.

3.4 Loss function

The audio-visual features, Xgq+, are used as input for a BIGRU activated by GELU, which is in charge of
modeling temporal context information and, finally, passing through a fully connected layer responsible
for predicting if the subject contained in the clip is speaking. The loss function used to measure the model
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performance is based on the cross-entropy method exhibited in Light-ASD [19]. For its computation to
be done, the calculation of the probability must be done first. This is achieved as follows:

eXP(WILy)
P, = 4
b exp(np,y) + eXp(np,n) @

where 7, , and 7, are the predictions on if the individual is speaking or not, respectively. The loss
function itself is described as follows:

T
L= *% ; (9" log(Py) + (1 - g')log(1 — Fy)) ®

where g is the ground truth of the individual target of the prediction at the t*" frame. Lastly, this loss
function calculation is used on the audio-visual encoder (L,,) and the visual encoder (£,) for them to
be used together and obtain the final loss:

Easd = Eav + A‘Cv (6)

The influence of the loss associated with the voice modality is controlled by the hyperparameter .
However, Wav2Vec was initialized from pretrained weights and frozen during training. Thus, in these
scenarios, the loss function only retains the first term, yielding £,sq = L4, which affects only the classifier
head of the architecture.

4 Datasets

We evaluate the performance of the models on two large-scale datasets: AVA-ActiveSpeaker (AVA) [13]
and Wilder Active Speaker Detection (WASD) [26]. AVA (Figure comprises a diverse collection
of video clips extracted from Hollywood movies. It encompasses approximately 37.9 hours of content
with 3.7 million localized annotations, characterized by significant variability in language, resolution,
and environmental conditions. Despite its scale, a notable limitation of AVA is its reliance on cinematic
material; the prevalence of post-production dubbing often introduces audio-visual desynchronization and
lip-sync misalignments, which may not fully reflect unconstrained, real-world conditions.

WASD was introduced to overcome the limitations of movie-based datasets by incorporating more
challenging “in-the-wild” scenarios. The dataset consists of 30 hours of video and roughly 7.4 million
samples, ranging from high-quality recordings to low-resolution surveillance footage. Notably, WASD
incorporates complex visual conditions where individuals may experience partial or full facial occlusion
(see Figure , providing a robust testbed for the ASD task under adverse conditions.

Regarding the split of the data, we adhere to the official training, validation and testing protocols
established by both datasets. AVA encompasses 262 Hollywood films, partitioned into 120 for training,
33 for validation and 109 for testing. Consistent with the established evaluation pipeline for this dataset,
we report performance on the validation set, as the test set ground-truth remains withheld by the Ac-
tivityNet challenge organizers to ensure unbiased competition evaluation. For the WASD dataset, 164
video sequences are distributed into training and testing sets following a standard 80/20 ratio, ensuring
a representative sample of unconstrained scenarios in both partitions.

5 Experiments and results

5.1 Experimental setup

Two evaluation protocols were initially considered: an in-database setup, where training and testing
are performed on the same dataset, and a cross-database setup, where models trained on one dataset
are evaluated on a different one. Building upon these, we further implement a dataset aggregation
strategy, merging the AVA and WASD training sets to independently evaluate the resulting models on
both datasets. This combined approach enables a comprehensive analysis of how greater data diversity
affects ASD model performance. In the cross-database setup, only the training and validation partitions of
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Figure 4: Datasets examples.

each dataset were used; therefore, the complete datasets were not used to train the models. The different
configurations considered in this work are shown in Table |2l When evaluating any configuration using
Wav2Vec, both unimodal encoders were frozen, using pretrained weights from LibriSpeech for Wav2Vec
and from Light-ASD GitHub repository for the Light-ASD visual encoder. Consequently, as established
in the methodology, the loss function reduced to L, for all of these variants. In all cases, the models were
trained for 30 epochs using the Adaptive Moment Estimation (Adam) optimizer with an initial learning
rate of 0.001, a learning decay rate of 0.95 and a A hyperparameter of 0.5.

Model Audio encoder AV fusion Loss
Base Base Element-wise addition | L4, + AL,
Concat Base Concatenation Lov + AL,
AV-Loss Base Element-wise addition Law
Concat AV-Loss Base Concatenation Lav
X-Vectors X-Vectors Element-wise addition | L4, + AL,
X-Vectors Concat X-Vectors Concatenation Lovw + AL,
Wav2Vec AV-Loss Wav2Vec Element-wise addition Lav
Wav2Vec AV-Loss Concat Wav2Vec Concatenation Lav

Table 2: Configurations of the evaluated models.

To evaluate model performance, we adopted Mean Average Precision (mAP), which is the standard
metric in the related literature [19] 20, 2] 23]. It is computed as:

N
1
AP =" AP,
o N~ A "

where N is the number of classes and AP; is the average precision on the it" class.

To compare mAP on the cross-database protocol, we use relative performance drop, defined as the
ratio between the decrease in performance in the cross-database setup and the in-database setup:

mAP cross-database — mAP in-database
AmAP = mAP in-database * 100 (8)

This metric provides an approximation of the gap between the in-database and cross-database perfor-
mance of a model, helping to assess the generalization capability of the model.
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Model AVA dataset mAP | WASD dataset mAP
Base 93.54 92.47
Concat 92.66 92.48
AV-Loss 90.82 90.60
Concat AV-Loss 90.71 91.40
X-Vectors 92.93 89.83
X-Vectors Concat 91.76 89.08
Wav2Vec AV-Loss 90.92 94.14
Wav2Vec AV-Loss Concat 91.64 94.28

Table 3: In-database performance evaluation. Results are reported in mAP (%). Bold entries denote the
highest performance, while the second-best results are underlined.

Model Train dataset | Test dataset | mAP | Anap
Base 86.64 -6.30
Concat 84.63 -8.49
AV-Loss 85.99 -5.09
Concat AV-Loss 85.63 -6.31
X-Vectors AVA WASD 87.35 | -2.76
X-Vectors Concat 84.05 -5.65
Wav2Vec AV-Loss 86.73 -7.87
Wav2Vec AV-Loss Concat 85.67 -9.13
Base 75.72 | -19.05
Concat 77.02 | -16.88
AV-Loss 71.90 | -20.83
Concat AV-Loss 74.16 | -18.24
X-Vectors WASD AVA 71.74 | -22.80
X-Vectors Concat 71.83 | -21.72
Wav2Vec AV-Loss 83.62 | -8.03
Wav2Vec AV-Loss Concat 82.28 | -10.21

Table 4: Cross-database performance evaluation. Results are reported in mAP (%) and relative perfor-
mance drop AmAP (%). Bold entries denote the highest performance, while the second-best results are
underlined.

Model AVA dataset | WASD dataset | ApmaPava | AmAPwash
Base 92.60 94.03 -1.00 1.68
Concat 92.21 92.09 -0.48 -0.42
AV-Loss 91.44 93.07 0.68 2.72
Concat AV-Loss 91.00 93.06 0.31 1.81
X-Vectors 91.92 91.40 -1.08 1.74
X-Vectors Concat 92.00 89.25 0.26 0.19
Wav2Vec AV-Loss 89.90 91.84 -1.12 -2.44
Wav2Vec AV-Loss Concat 91.14 93.35 -0.54 -0.98

Table 5: Cross-database performance evaluation via joint training on the AVA and WASD datasets.
Results are reported in mAP (%) and relative performance drop AmAP (%). Bold entries denote the
highest performance, while the second-best results are underlined.
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Model Parameters (M) | AVA latency (ms) | WASD latency (ms)
Base 1.02 11.13 18.48
Concat 1.65 14.27 85.02
AV-Loss 1.02 11.16 15.82
Concat AV-Loss 1.65 14.13 83.84
X-Vectors 1.3 9.05 13.22
X-Vectors Concat 1.92 12.5 80.06
Wav2Vec AV-Loss 316.31 19.76 121.72
Wav2Vec AV-Loss Concat 316.94 21.66 187.11

Table 6: Average inference latency of the models on the AVA and WASD datasets. Bold entries denote
the lowest latency, while the second-lowest are underlined.

5.2 [Evaluation in intra-database setting

Table [3| summarizes the in-database setting performance of all evaluated models across both datasets,
with Light-ASD base architecture serving as the baseline. When evaluated on the AVA dataset, the
baseline achieves a mAP of 93.54%, the best of all performances. Altering the fusion method in the
base model yields performance comparable to the baseline (92.66%). This suggests that the choice of
fusion strategy does not lead to a significant impact on overall performance. In contrast, modifying
the loss function in the base model (both AV-Loss and Concat AV-Loss models) results in a noticeable
performance reduction (90.82% and 90.71%). Regarding alternative audio backbones, the X-Vectors
model demonstrates competitive results, achieving the second-highest performance (92.93%) and closely
trailing the baseline. Conversely, the Wav2Vec-based models exhibit a precision drop similar to the
modified loss function variants (90.92% and 91.64%). This is likely due to the architectural adjustments
and loss function changes required by this encoder. This evaluation indicates that the Light-ASD and X-
Vectors backbones are particularly well-suited for the AVA dataset, largely attributed to the configuration
of the loss function. Specifically, the introduction of the auxiliary loss term, AL, (see Equation@, imposes
a structural constraint that forces the model to optimize its weights to balance the additional gradient
information.

In the WASD dataset seen in Table |3| the baseline model achieves a mAP of 92.47%. Consistent
with the trends observed in the AVA evaluation, we note a performance degradation when modifying the
loss function (90.60% and 91.40% on AV-Loss and Concat AV-Loss models), whereas altering the fusion
mechanism yields results comparable to the baseline (92.48% on Concat model). Evaluating alternative
audio backbones on this dataset reveals divergent outcomes. While the X-Vectors encoder exhibits a
decrease in precision (89.83% and 89.08% on X-Vectors and X-Vectors Concat models), underperforming
even the baseline with a modified loss function, the Wav2Vec-based variants achieve the best scores
(94.14% and 94.28% on Wav2Vec AV-Loss and Wav2Vec AV-Loss Concat models), surpassing the baseline
performance on WASD. This suggests that the self-supervised speech representation is more robust to
the “in-the-wild” challenges and diverse acoustic conditions present in the WASD dataset.

5.3 Evaluation in cross-database setting

Table [4 summarizes the performance of the models when evaluated in a cross-database setting, alongside
the relative performance drop (Equation . When trained on AVA and evaluated on the WASD dataset,
all models exhibit relatively consistent performance, with a minimum mAP of 84% and a maximum of
87.35%. Notably, X-Vectors achieves the best score, followed by Wav2Vec AV-Loss and the baseline
(86.73% and 86.64%). Analysis of the relative performance drop reveals that X-Vectors maintain the
highest fidelity to their in-database performance, with a marginal gap of only 2.76%. The second most
robust configuration is the Light-ASD variant with a modified loss function, yielding a 5.09% drop. These
results suggest that X-Vectors provide superior generalization capabilities and domain invariance when
transferred from controlled studio environments (AVA) to unconstrained “in-the-wild” scenarios (WASD).

In the inverse scenario, models trained on WASD and validated on AVA, most architectures achieve
scores between 71% and 77%. This suggests that, despite inherent constraints such as dubbed audio or
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overly idealized environments, the AVA dataset provides superior generalization capabilities to WASD.
However, the Wav2Vec-based models significantly outperform all other variants, reaching 83.62% and
82.28% for the element-wise addition and concatenation fusion strategies, respectively. Furthermore,
Wav2Vec models demonstrate the minimal performance gap between cross-database and in-database set-
tings (8.03% and 10.21%, respectively). This indicates that the features extracted by the Wav2Vec model
exhibits enhanced robustness and superior transferability when the entire model learns from complex,
real-world data and then generalizes to ideal domains.

Among all models evaluated under the cross-database setting, Wav2Vec consistently achieves either
the best or the second-best performance, highlighting its strong generalization capability. This demon-
strates the advantages of self-supervised learning with Transformers, where informative feature represen-
tations are learned directly from raw audio signals without relying on pre-processed features like MFCCs.
Throughout the training process, self-supervised models are able to capture underlying structures and
discriminative patterns within the data, which benefits from the Transformer’s attention, resulting in
representations that transfer effectively across domains and tasks. Although MFCCs-based approaches
outperform Wav2Vec in the AVA in-database setting, this may be attributed to the fact that the pre-
trained Wav2Vec model was originally trained on audio data from different domains.

5.4 Joint AVA and WASD results

Table [5|summarizes the performance of models trained on the aggregated of the AVA and WASD training
sets and subsequently evaluated on their respective validation sets. This table also reports the relative
performance drop for each dataset. The observed mAP scores range from a minimum of 89.25% to a peak
of 94.03%. Specifically, the baseline model achieves the top metrics for both AVA (92.60%) and WASD
(94.03%). Following the baseline, the closest results are yielded by the Concat model for AVA (92.21%)
and the Wav2Vec AV-Loss Concat model for WASD (93.35%). When comparing these findings with
the cross-database evaluation presented in Table [4] the relative performance drop reveals that models
trained on the fused datasets more closely approximate the performance of in-database configurations.
Notably, some models even exhibit performance gains under this scheme. In particular, AV-Loss and
Concat AV-Loss benefit most significantly from this joint training strategy, achieving the first and second
best relative performance drops for AVA and WASD, respectively.

5.5 Impact of audio backbone and multimodal fusion on latency

Table [6] reports the average inference latency for all trained models on the AVA and WASD datasets.
WASD scenes are sampled at 24-30 FPS, whereas AVA scenes are sampled at 20 FPS. Consequently,
inference times are inherently longer on the WASD dataset. For this reason, latency measurements were
analyzed separately for each dataset. The reported values correspond to the average inference time
across both in-database and cross-database evaluation settings. Therefore, Table [§] provides insight into
the impact of different audio backbones and multimodal fusion methods on inference latency.

On the AVA dataset, the X-Vectors model achieves the lowest average inference latency, reaching
9.05 ms, which represents an improvement of approximately 2 ms over the second-fastest model, the
Light-ASD base audio encoder (11.13 ms). In contrast, the two Wav2Vec-based models exhibit the
highest latency values, likely due to the increased computational complexity of the large pretrained model.
Furthermore, models employing feature concatenation consistently require longer inference times than
their element-wise addition counterparts, suggesting an additional computational overhead introduced
by the concatenation operation.

A similar trend can be observed on the WASD dataset. The X-Vectors model again achieves the
lowest average latency (13.22 ms), followed by AV-Loss with 15.82 ms. As in AVA, the Wav2Vec-based
variants present the highest inference times. However, the most notable difference with respect to AVA
is the substantially larger latency gap between the two fusion strategies. In particular, concatenation-
based models require up to 5.3 times more inference time than the corresponding element-wise addition
variants on average. The only exception is Wav2Vec, for which the latency increase is more moderate
(approximately 1.5 times).

Overall, these results indicate that element-wise addition provides a more favorable trade-off between
accuracy and computational efficiency than feature concatenation. Moreover, X-Vectors emerges as the
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most suitable audio backbone for latency-sensitive applications, offering the lowest inference time while
maintaining competitive performance.

6 Conclusions

In this work, we investigated the impact of various audio encoders and multimodal fusion strategies on the
active speaker detection, using the Light-ASD architecture as a testbench for our evaluations. Our study
highlights how architectural choices and dataset diversity influence ASD model performance. Training
on both datasets demonstrated that greater data diversity significantly improves model robustness.

Extensive evaluations under both in-database and cross-database configurations reveal that the choice
of audio encoder and loss function are the primary drivers of performance. In contrast, the impact of
varying multimodal fusion methods was found to be marginal. Notably, the Wav2Vec encoder not only
outperformed the baseline when trained and evaluated on WASD but also exhibited superior general-
ization when transferred to the AVA dataset. Similarly, X-Vectors demonstrated strong generalization
capabilities when trained on AVA and evaluated on WASD, surpassing the baseline despite the latter’s
peak performance in purely in-database scenarios.

Furthermore, experiments with the aggregation of AVA and WASD training datasets confirm that
models trained on consolidated, diverse data closely approximate or even exceed the performance of their
in-database counterparts. Although the baseline model achieves the highest overall performance, these
results confirm that large, heterogeneous datasets are essential for robust ASD.
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