Inteligencia Artificial 29(78) (2026), 123-150
doi: 10.4114/intartif.vol29iss78pp123-150

INTELIGENCIA ARTIFICIAL

http://journal.iberamia.org/

MUST-Former: A Family of Transformer-Based Models for Robust

Multi-Modal Flood Mapping from Satellite Data.
Soultan Yousif '), Mohamed Hamdy '], Momen Osama [!!, Rania Elsayed %, Khaled Abd El
Salam [,

[1] Misr University for Science and Technology (MUST) ,6th of October City, Egypt.
[2] National Authority for Remote Sensing and Space Sciences (NARSS) Cairo, Egypt.
[3] Suez Canal University, Ismailia, Egypt.

Abstract Flood disasters pose severe threats to human lives and infrastructure worldwide. Accurate and timely
flood detection using satellite imagery is essential for emergency response and disaster management. This paper
introduces MUST-Former, a family of five deep learning models designed for robust global flood mapping using
multi-modal satellite data. The proposed architectures leverage Sentinel-1 radar and Sentinel-2 optical imagery from
the SenlFloodsl1 dataset, which covers 11 flood-affected regions across 6 continents. Three distinct fusion
strategies are presented: Projection-based fusion, Cross-Attention fusion, and the flagship Principal Component
Analysis-inspired fusion. The models address critical challenges in flood detection, including severe class
imbalance, geographic bias, and sensor-specific limitations. The MUST-Former-PCA variant achieves a mean
Intersection over Union of 90.35% on the test set and §9.32% on the unseen Bolivia region, demonstrating superior
generalization. Compared to existing baselines, MUST-Former-SAR shows a 160% improvement in mean IoU over
the original SenlFloodsl1 baseline, while MUST-Former-Optical achieves competitive performance against
foundation models using 3.6 times fewer parameters and superior geographic generalization on the unseen Bolivia
split. The fusion models successfully mitigate single-modality failures across diverse geographic regions. Statistical
reproducibility is confirmed across three independent random seeds. These results prove the effectiveness of multi-
modal approaches for operational flood mapping systems.

Keywords: Flood Detection, Multi-Modal Fusion, Transformer Networks, Sentinel Satellites, Semantic
Segmentation.

1 Introduction

Flood disasters represent one of the most devastating natural hazards affecting human populations worldwide.
According to global flood databases, flooding events have increased in both frequency and severity over recent
decades [1], [2]. These disasters cause significant loss of life, displacement of communities, and extensive damage
to infrastructure and agricultural lands. Traditional flood monitoring methods rely on ground-based measurements
and manual surveys, which are often slow, expensive, and impractical for large-scale or remote areas. The advent
of satellite-based Earth observation systems has revolutionized the ability to monitor and respond to flood events in
near real-time.

Remote sensing technology, particularly through the European Space Agency's Copernicus program, provides
continuous global coverage through complementary sensor systems. Sentinel-1 satellites carry Synthetic Aperture
Radar (SAR) sensors that can penetrate clouds and operate day and night, making them ideal for monitoring flood
events that often occur during severe weather conditions [3]. Sentinel-2 satellites provide high-resolution optical
imagery with 13 spectral bands, enabling detailed analysis of water bodies and land cover changes [4]. However,
each sensor modality has inherent limitations. SAR imagery suffers from speckle noise and can be affected by
terrain geometry, while optical sensors cannot see through clouds and require daylight conditions [5].

Recent advances in deep learning have demonstrated remarkable success in semantic segmentation tasks for
remote sensing applications [6], [7]. Convolutional Neural Networks (CNNs) such as U-Net [8] and DeepLab [9]
have been widely adopted for flood detection tasks. More recently, transformer-based architectures have shown
superior performance in capturing long-range dependencies and global context in images [10], [11]. The SegFormer
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architecture combines the strengths of transformers with efficient multi-scale feature extraction, making it
particularly suitable for dense prediction tasks [12].

Despite these technological advances, several critical challenges remain in developing robust global flood
detection systems. First, flood datasets suffer from severe class imbalance, where background pixels vastly
outnumber water pixels [13], [14]. This imbalance causes models to achieve high overall accuracy while failing to
detect actual flood events. Second, existing datasets exhibit significant geographic bias, with samples concentrated
in certain regions while underrepresenting others [15]. This bias limits model generalization to unseen geographic
locations. Third, the temporal misalignment between Sentinel-1 and Sentinel-2 acquisitions introduces additional
complexity, as flood extents may change between sensor passes [16].

To address these challenges, this paper introduces MUST-Former, a family of five transformer-based models
for multi-modal flood detection. Two baseline models operating on single modalities are included (MUST-Former-
SAR and MUST-Former-Optical), along with three fusion variants that combine SAR and optical data through
different mechanisms. The fusion models include MUST-Former-Projector, which uses simple additive fusion;
MUST-Former-CrossAttn, which employs bi-directional cross-attention mechanisms [10]; and MUST-Former-
PCA, a flagship variant that applies a statistical fusion strategy inspired by Principal Component Analysis [17]. The
models were trained and evaluated on the SenlFloodsl1 dataset, a state-of-the-art georeferenced benchmark
containing hand-labeled flood masks from 11 regions across 6 continents [18]. To handle the severe pixel-level
imbalance, a hybrid loss function combining Focal Loss [19] and Dice Loss [20] was implemented. To address
regional imbalance, a regional weighting scheme was introduced that assigns higher importance to underrepresented
flood-prone regions during training. The experimental results demonstrate that MUST-Former models achieve
strong performance across multiple evaluation metrics. The MUST-Former-PCA variant achieves a mean
Intersection over Union (IoU) of 90.35% on the standard test split and maintains strong generalization with 89.32%
mean IoU on the unseen Bolivia region. Compared to the original Sen1Floods11 baseline, the MUST-Former-SAR
model shows a 160% improvement in mean IoU, rising from 31.25% to 81.25% [18]. The MUST-Former-Optical
model achieves performance comparable to the Prithvi-100M foundation model [21] while using only 27.35 million
parameters compared to Prithvi's 100 million parameters, representing a 3.6-fold reduction in model size.
Furthermore, the fusion models successfully mitigate single-modality failure modes across diverse geographic
terrains, demonstrating the value of multi-modal approaches for operational flood mapping.

The main contributions of this paper are as follows:

1. We introduce MUST-Former, a family of five efficient transformer-based models for flood detection,
including two single-modality baselines and three multi-modal fusion variants.

2. We propose a novel PCA-inspired fusion strategy that statistically aligns multi-modal features through
standardization and learnable projection, achieving superior performance compared to conventional fusion
approaches.

3. We implement a comprehensive two-tier imbalance mitigation strategy combining hybrid Focal-Dice loss
for pixel-level imbalance and regional weighting for geographic bias.

4. We conduct extensive experiments on the Sen1Floodsl1 benchmark, demonstrating a 160% improvement
over SAR baselines, parameter efficiency compared to foundation models, and robust generalization to
unseen geographic regions.

5. We provide detailed ablation studies and qualitative analysis revealing how different fusion strategies
handle sensor-specific failure modes across diverse terrains. Statistical reproducibility is verified across
three independent random seeds.

2 Related Works

Flood detection using remote sensing has evolved significantly with advances in sensor technology, deep
learning architectures, and data fusion techniques. This section reviews existing approaches organized into six
categories: traditional flood detection methods, deep learning for remote sensing, multi-modal fusion strategies,
transformer architectures for remote sensing, foundation models for Earth observation, and class imbalance
mitigation.

2.1 Traditional Flood Detection Methods

Early flood detection approaches relied on threshold-based methods applied to single-band SAR or optical
imagery. Twele et al. developed a fully automated processing chain for Sentinel-1 flood mapping using adaptive
thresholding techniques [22]. While computationally efficient, these methods struggle with complex terrain and
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varying water surface conditions. The Dartmouth Flood Observatory maintains a global database of flood events
using manual interpretation and semi-automated techniques [1]. Spectral indices such as the Normalized Difference
Water Index (NDWI) have been widely used for water body detection in optical imagery [23]. However, these rule-
based approaches lack the flexibility to adapt to diverse geographic conditions and often produce high false positive
rates in urban and vegetated areas.

2.2 Deep Learning for Flood Detection

The application of Convolutional Neural Networks to flood detection has shown significant improvements over
traditional methods. Nemni et al. proposed a fully convolutional network for rapid flood segmentation in SAR
imagery, demonstrating the effectiveness of learned features over hand-crafted indices [24]. DeVries et al.
developed a robust monitoring system using Sentinel-1 and Landsat data on Google Earth Engine, combining deep
learning with cloud computing infrastructure [25]. The U-Net architecture has become a popular baseline for flood
segmentation tasks due to its encoder-decoder structure with skip connections [8]. Pech-May et al. applied U-Net
to Sentinel-1 imagery for flood visualization, achieving good performance on regional datasets [26]. Tanim et al.
explored machine learning approaches for urban flood detection using satellite imagery, highlighting challenges in
complex urban environments [27]. More sophisticated architectures have been proposed to address specific
challenges in flood detection. Yadav et al. introduced a deep attentive fusion network for uni-temporal Sentinel-1
data, using attention mechanisms to focus on relevant features [28]. Bereczky et al. benchmarked various CNN
architectures against operational rule-based processing chains, demonstrating that deep learning approaches
outperform traditional methods on Sentinel-1 data [29].

2.3 Multi-Modal Fusion for Flood Detection

Recognizing the complementary nature of SAR and optical sensors, researchers have explored various fusion
strategies. Schmitt and Zhu provided a comprehensive overview of data fusion approaches in remote sensing,
emphasizing the growing importance of multi-sensor integration [16]. Konapala et al. explored the diversity of
Sentinel-1 and Sentinel-2 for flood inundation mapping using deep learning, demonstrating that combined
modalities outperform single-sensor approaches [5]. Bai et al. proposed a method for enhancing detection of
permanent and temporary water by fusing Sentinel-1 and Sentinel-2 imagery, using the Senl1Floods11 benchmark
dataset [30]. Their work highlighted the importance of distinguishing between permanent water bodies and flood-
induced temporary water. Islam et al. conducted a comparative study on flood detection using multi-modal and
multi-temporal images, evaluating different combination strategies [31]. Several sophisticated fusion architectures
have been proposed. Scarpa et al. developed a CNN-based fusion method for feature extraction from Sentinel data,
using early fusion strategies to combine modalities [32]. Kussul et al. applied deep learning fusion approaches to
large-scale land cover mapping, demonstrating the scalability of multi-modal methods [34].

2.3.1 Cross-Modal Distillation

Recent advancements have introduced Cross-Modal Distillation to leverage the strengths of optical imagery
(rich spectral information) to improve SAR-based models (all-weather capability). Garg et al. [33] proposed a cross-
modal distillation framework that transfers supervision from a teacher model trained on multi-spectral optical data
to a student model trained on SAR imagery. Their approach addresses the scarcity of labeled data by utilizing large-
scale unlabeled datasets. The method employs a two-stage training process: first, a teacher network is trained on
stacked Sentinel-1 and Sentinel-2 images using hand-labeled data; second, the frozen teacher supervises a student
network that uses only Sentinel-1 SAR images through KL divergence loss minimization. The authors curated an
external dataset of 23,260 paired Sentinel-1/Sentinel-2 tiles from flooding events in Bangladesh, Brazil, Colombia,
India, and Peru to augment the SenlFloodsl1 dataset. Their distillation model outperforms the standard
SenlFloodsl1 baseline trained on weakly-labeled SAR imagery by an absolute margin of 4.15% IoU on the test
split and 4.28% IoU over the hand-labeled baseline, demonstrating the efficacy of transferring spectral knowledge
to radar-based networks.

2.3.2 Progressive Cross-Attention Networks

Feliren et al. [66] proposed a Progressive Cross-Attention Network (ProCANet) for flood segmentation using
multispectral satellite imagery, leveraging progressive cross-attention mechanisms to effectively fuse multimodal
information for semantic segmentation. Unlike traditional concatenation-based fusion approaches that ignore the
correlative nature among different spectral bands, ProCANet progressively applies both self-attention and cross-
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attention mechanisms to multispectral features at multiple scales. The architecture employs dual encoders
processing RGB+NIR and NIR-only inputs, with attention blocks that first perform self-filtering to amplify
modality-specific relevant features while suppressing irrelevant ones, then apply cross-attention to capture inter-
modal dependencies. This progressive approach enables the model to generate optimal feature combinations well-
suited for flood segmentation. Evaluated on the SenlFloodsl11 dataset, ProCANet achieved a mean IoU of 81.5%,
outperforming state-of-the-art models including U-Net (79.1%), MANet (78.3%), and ConvNeXt V2 (68.2%). The
model also demonstrated strong generalization capabilities on high-resolution PlanetScope imagery from the
Citarum River basin, Indonesia, achieving an IoU of 65.9% despite being trained on lower-resolution Sentinel-2
data.

2.4 Transformer Architectures for Remote Sensing

The introduction of transformers has revolutionized computer vision tasks. Vaswani et al. proposed the attention
mechanism, enabling models to capture long-range dependencies effectively [10]. Dosovitskiy et al. adapted
transformers for image recognition, showing that pure transformer architectures can match or exceed CNN
performance [11]. Several transformer variants have been designed for dense prediction tasks. Liu et al. introduced
the Swin Transformer with a hierarchical architecture and shifted windows for efficient processing [35]. Wang et
al. proposed the Pyramid Vision Transformer, providing multi-scale features suitable for segmentation [36]. Strudel
et al. developed the Segmenter, a pure transformer for semantic segmentation [37]. The SegFormer architecture
combines efficient transformers with lightweight MLP decoders, achieving strong performance on semantic
segmentation benchmarks [12]. This architecture has been successfully applied to remote sensing tasks due to its
ability to capture both local and global context while maintaining computational efficiency. Aleissaee et al. provided
a comprehensive survey of transformers in remote sensing, documenting their rapid adoption across various Earth
observation tasks [38]. Their survey highlighted the potential of transformers for handling multi-modal and multi-
temporal satellite data.

2.5 Foundation Models for Earth Observation

Recent developments in foundation models have shown promise for generalist Earth observation systems.
Jakubik et al. introduced the concept of foundation models for geospatial artificial intelligence, proposing large-
scale pre-training on diverse remote sensing datasets [21]. Sun et al. developed RingMo, a remote sensing
foundation model with masked image modeling for self-supervised learning [39].

The Prithvi model series represents significant progress in geospatial foundation models. Szwarcman et al.
introduced Prithvi-EO-2.0, a versatile multi-temporal foundation model for Earth observation applications [40]. Li
et al. assessed the Prithvi-100M foundation model for flood inundation mapping, demonstrating strong performance
on the SenlFloods11 benchmark [41]. Cha et al. developed a billion-scale foundation model for remote sensing
images, pushing the boundaries of model capacity [42].

More recently, Kaushik et al. [67] proposed Prithvi-CAFE (Complementary Adaptive Fusion Encoder), which
builds upon the Prithvi-100M backbone and introduces an adaptive cross-attention fusion mechanism to better
exploit multi-scale spectral features for flood inundation mapping. Evaluated on the SenlFloodsl1l benchmark,
Prithvi-CAFE achieves a Water IoU of 83.41% and a mean IoU of 90.50% on the test split using 45.5 million
parameters, demonstrating that targeted architectural improvements over the base foundation model can yield
further gains.

While foundation models show impressive generalization capabilities, they require substantial computational
resources and extensive pre-training datasets. This has motivated research into efficient task-specific architectures
that can achieve comparable performance with significantly fewer parameters.

2.6 Class Imbalance and Loss Functions

Flood datasets inherently suffer from severe class imbalance, as background pixels vastly outnumber water
pixels. Japkowicz and Stephen conducted a systematic study of the class imbalance problem, establishing theoretical
foundations for addressing this challenge [13]. Buda et al. performed a systematic study of class imbalance in
convolutional neural networks, providing empirical guidelines for mitigation strategies [14].

Several specialized loss functions have been proposed to address class imbalance. Lin et al. introduced Focal
Loss for dense object detection, using a modulating factor to down-weight easy examples [19]. This loss function
has been widely adopted for segmentation tasks with imbalanced classes. Sudre et al. proposed the Generalized Dice
Overlap loss for highly unbalanced segmentations, focusing on the overlap between predicted and ground truth
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masks [20]. Jadon provided a comprehensive survey of loss functions for semantic segmentation, comparing their
effectiveness across various imbalance scenarios [43]. Berman et al. introduced the Lovasz-Softmax loss as a
tractable surrogate for optimizing Intersection over Union directly [44]. Milletari et al. proposed the Dice loss in
their V-Net architecture for volumetric segmentation [45].

2.7 Summary of Related Works

Table 1 presents a comprehensive summary of existing flood detection methods evaluated on the Sen1Floods11
dataset with comparable evaluation protocols. The comparison highlights the progression from traditional CNN-
based approaches to more sophisticated attention-based and foundation model architectures.

The original SenlFloodsl1 baseline using Fully Convolutional Neural Networks with a ResNet50 backbone
achieved a mean IoU of 31.25% on the test split and 35.24% on the Bolivia split, using only Sentinel-1 SAR data
with VV and VH polarizations [18]. For SAR-based approaches with knowledge transfer, Garg et al.'s cross-modal
distillation framework achieved 71.91% mean IoU by leveraging paired Sentinel-1/Sentinel-2 data during training
while requiring only SAR imagery at inference [33]. For optical-based approaches, ProCANet achieved 81.5% mean
IoU on SenlFloodsl1 using progressive cross-attention mechanisms to fuse RGB and NIR spectral information
[66]. Li et al. reported that the Prithvi-100M foundation model, pre-trained on the Harmonized Landsat-Sentinel-2
dataset, achieved a mean IoU of 89.59% on the test split and 86.02% on the unseen Bolivia split [41]. Kaushik et
al.'s Prithvi-CAFE further improved upon this with a mean IoU of 90.50% on the test split and 88.87% on the
Bolivia split using 45.5 million parameters [67]. Other relevant works [24], [25], [28], [30], [5] have proposed
effective flood detection methods but were evaluated on different datasets or used different evaluation protocols,
making direct comparison difficult. The MUST-Former models are designed to address the limitations of existing
approaches through efficient transformer architectures, sophisticated fusion strategies, and comprehensive
imbalance mitigation.

Table 1 :Performance Comparison of Existing Flood Detection Methods on Sen1Floods11 Dataset

Method Modality . Test Split | Bolivia Split
Architecture (mloU) (mloU)
FCNN-ResNet50 [18] SAR CNN 31.25% 35.24%
Cross-Modal Distillation | SAR (student) | Teacher-Student KD 7191 + N/A
[33] 0.41%
ProCANet [66] Optical U-Net + Progressive 81.5% N/A
(RGB+NIR) Cross-Attention
Prithvi-100M [41] Optical Vision Transformer 89.59% 86.02%
(ViT)
Prithvi-CAFE [67] Optical Foundation Model + 90.50% 88.87%
Adaptive Fusion

3 Materials and Methods

This section details the experimental framework proposed for robust global flood mapping using the MUST-
Former architectures. First, the properties of the SenlFloodsl1 dataset [18] are described, highlighting the
challenges posed by its multi-modal nature and inherent class imbalance. Next, the specific preprocessing pipelines
designed to normalize Synthetic Aperture Radar (SAR) and Optical imagery are outlined. Subsequently, the
architecture of the MUST-Former family is presented, detailing the SegFormer backbone [12] and the three distinct
fusion strategies developed: Projection, Cross-Attention, and Principal Component Analysis (PCA). Finally, the
optimization protocols are described, including the two-tier imbalance mitigation strategy (Hybrid Focal-Dice loss
and Regional Weighting), the training hyperparameters, and the evaluation metrics used to assess model
performance.

3.1 Dataset

MUST-Former models were trained and evaluated on the SenlFloods11 dataset [18]. This state-of-the-art,
georeferenced dataset covers 11 regions across 6 continents for training and evaluating deep learning models for
flood detection. These regions include Bolivia, Ghana, India, the Mekong region, Nigeria, Pakistan, Paraguay,
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Somalia, Spain, Sri Lanka, and the United States. The flood events were identified from a global database
maintained by the Dartmouth Flood Observatory [1]. These regions span a broad range of topographical areas, from
flat plains to mountainous terrain. The dataset provides 4,831 images with a size of 512 x 512 pixels of raw Sentinel-
1 (SAR) [3] paired with Sentinel-2 (optical) [4] imagery, with labeled masks to segment the flooded areas. The
Sen1Floods11 dataset comprises unique subsets of labels. It contains 466 hand-labeled chips of Sentinel-1 (VV+VH
bands) and Sentinel-2 bands (B1 Coastal, B2 Blue, B3 Green, B4 Red, B5S RedEdge-1, B6 RedEdge-2, B7 RedEdge-
3, B8 NIR, BSA Narrow NIR, B9 Water Vapor, B10 Cirrus, B11 SWIR-1, and B12 SWIR-2), manually annotated
by experts to serve as reliable ground truth (see Figure 1). The dataset also contains 4,385 weakly-labeled chips of
Sentinel-1 and Sentinel-2 imagery generated by standard Otsu thresholding of Sentinel-1 bands and standard
spectral indices of Sentinel-2 [18]. Despite the relatively large size of the weakly-labeled dataset, this study uses the
hand-labeled masks and the standard data split to ensure that performance metrics are statistically comparable to
existing benchmarks, specifically the Bonafilia baseline [18] and Prithvi foundation models [40]. The dataset also
contains a global permanent water mask for flooded areas sampled from the European Commission Joint Research
Centre (JRC) [23], used to distinguish between temporary flood water and permanent water [30]. A comprehensive
analysis of the flood events in 10 regions was conducted (see Table 2), examining the cause and type of each flood
event [2]. For instance, Somalia has barely any permanent water surfaces [46] but suffers from flash floods due to
rainfall (see Figure 2, Table 2). Additionally, Sentinel-1 and Sentinel-2 satellites do not pass over the same location
at the same time [5], introducing a time gap between the acquisitions of the two sources [16]. Flood water may
recede or rise during this period. The flood events in the SenlFloodsl1 dataset were selected based on the
availability of Sentinel-1 and Sentinel-2 post-event imagery, prioritizing pairs acquired on the same day or within a
maximum two-day window [18].
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Figure 1. Visualization of a multi-modal sample from the Sen1Floods11 dataset (Chip ID: 92824).




Inteligencia Artificial 78 (2026) 129

S2 RGB Composite

Ground Truth

Figure 2. A region in Somalia (Chip ID: 371421).

Table 2: Comprehensive statistics for the training split.

Region Total Samples | Water Ratio | Flood Ratio | Permanent Water Ratio | Background Ratio
Cambodia 18 0.299866 0.227590 0.072276 0.700134
Ghana 30 0.028965 0.028141 0.000824 0.971035
India 40 0.082681 0.077229 0.005453 0.917319
Nigeria 10 0.240291 0.217305 0.022986 0.759709
Pakistan 16 0.039663 0.026657 0.013005 0.960337
Paraguay 39 0.080251 0.050099 0.030152 0.919749
Somalia 15 0.073803 0.073803 0.000000 0.926197
Spain 18 0.082697 0.027445 0.055252 0.917303
Sri-Lanka 24 0.108528 0.047931 0.060598 0.891472
USA 41 0.056100 0.040439 0.015660 0.943900

This paper addresses the severe imbalance that Sen1Floods11 suffers from, which poses challenges for standard
semantic segmentation networks [13]. The imbalance is categorized into two types: pixel-level imbalance and
regional imbalance.

As shown in Figure 3, the dataset is skewed towards the background class [14]. Background pixels account for
51.6 million samples while water pixels account for 5.4 million, resulting in an imbalance ratio (IR) of 9.48:1,
calculated as the majority class count divided by the minority class count [13]. This type of imbalance encourages
the model to converge towards a local minimum where it prioritizes the majority class [19], leading to high accuracy
but poor recall on flood events.

The imbalance ratio (IR) for a class c is given by (1) [14]:

N majority ( 1 )
Nminority

Where Nyyioriry denotes the number of pixels belonging to the majority class (Background) and Niyiority denotes
the number of pixels belonging to the minority class (Water).

In the training dataset used in this study, we have (2)

IR, =

Nigjoriy = 51,598,661,  Npinoriy = 5,445,477 2)

Consequently, the overall imbalance ratio is calculated as shown in (3):

51,598,661
"~ 5,445,477

~ 9.48 )
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Figure 3. Statistical Analysis of Pixel-Level Class Imbalance in the Sen1Floods11 Training Set.

As shown in Figure 4, the number of samples across the 10 regions varies widely. The number of samples in the
USA, India, and Paraguay is significantly higher than in Pakistan, Somalia, and Nigeria. This geographical bias
suggests that models trained without mitigation may achieve higher performance on North American and South
Asian terrains [15] while struggling to generalize to regions in West and East Africa [2].
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Figure 4. Regional Distribution of Hand-Labeled Samples highlighting Geographic Bias.

To address these two primary imbalance issues, a two-tier strategy is employed:

Pixel-Level Imbalance: Managed at the loss function level using specific mathematical constraints to ensure
the model does not become biased toward the majority class [19], [20], [44].

Regional Imbalance: Addressed at the data sampling level, ensuring a more representative distribution of
geographic areas during training [13], as discussed further in Section 3.4.3.
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3.2 Data Preprocessing

To handle the multi-modal nature of Senl1Floods11 [18], distinct preprocessing pipelines for Sentinel-1 (SAR)
and Sentinel-2 (Optical) are developed. These pipelines ensure statistical normalization and allow for sensor-
specific data augmentation before training.

3.2.1 Sentinel-1 (SAR)

Sentinel-1 provides two co-polarized channels: VV (vertical transmit—vertical receive) and VH (vertical
transmit-horizontal receive) [3]. Raw backscatter values in decibel (dB) scale are normalized to [0, 1] using min-
max normalization (see Equation 4) [47], [48]:

o — Odp — Omin 4)
norm Omax — Omin

Where 7,,,,-n15 the normalized backscatter value, g, is the raw backscatter in decibels, g,,;, is the minimum
clipping threshold (-50 dB) and 0,4, is the maximum clipping threshold (0 dB).

The clipping range [—-50, 0] dB was selected empirically to encompass the typical backscatter distribution over
water and land surfaces [22], [49].

3.2.2 Sentinel-2 (Optical)

Sentinel-2 Level-1C products contain 13 spectral bands with top-of-atmosphere (TOA) reflectance stored as
digital numbers (DN) [4]. Conversion to physical reflectance values is performed using the standard quantification
formula (see Equation 5) [4], [50]:

_ DN (5)
~ 10000

p

Where p is the surface reflectance [0, 1] and DN is the digital number value.

To enhance discrimination between water and background features such as vegetation and urban areas, the
Normalized Difference Vegetation Index (NDVI), which highlights vegetated areas [17], and the Normalized
Difference Water Index (NDWI), which emphasizes water bodies [23], are derived (see Equation 6 and Figure 5):

NDVI NIR — Red Green — NIR (6)

NIR + Red ’ NDWI = Green + NIR
Where NIR is the Near-Infrared band, Red is the Red band and Green is the Green band.

Concatenating these two indices with the original 13 bands results in a 15-channel optical input tensor. This
multi-channel approach enables the network to leverage both raw spectral data and domain-specific indices for
superior flood segmentation [34].
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Figure 5. Visualization of additional spectral indices derived from Sentinel-2 Optical imagery.

3.2.3 Data Augmentation

Geometric and photometric augmentations were applied during training to improve model generalization and
address class imbalance [14], [51]. The augmentation pipeline included:

Geometric transformations:

Horizontal flip (p=0.5) [51], Vertical flip (p=0.5) [51] , Random 90° rotation (p=0.5) [51],Affine transformation:
scale (0.9-1.1), translation (+10%), rotation (£15°) (p=0.5) [51] and Elastic deformation: =1, =50 (p=0.2) [8]

Photometric transformations:
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Random brightness/contrast adjustment: +20% (p=0.5) [51] and Gaussian blur: kernel size 3—5 (p=0.2) [51]

All augmentations (see Figure 6) were implemented using the Albumentations library [52]. No augmentation
was applied to validation and test sets to ensure reproducible evaluation.
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Figure 6.Data Augmentation Pipeline: Visual demonstration of the stochastic transformations applied to the
training data

3.3 MUST-Former Architectures

MUST-Former is a family of five deep learning models for flood detection. The proposed models are:

e MUST-Former-SAR (Unimodal) it’s the single-stream baseline utilizing only Sentinel-1 radar
imagery [3]

e  MUST-Former-Optical (Unimodal) it’s the single-stream baseline utilizing only Sentinel-2 optical
imagery [4]

e  MUST-Former-Projector (Fusion Model) it’s a fused variant using a lightweight channel projector
for efficiency,

e MUST-Former-CrossAttn (Fusion Model) it’s a fused variant utilizing multi-head cross-attention
mechanisms [10]

e MUST-Former-PCA (Fusion Model) it’s the flagship variant utilizing Principal Component
Analysis-inspired fusion for statistically aligned feature fusion [17].

3.3.1 Backbone

All variants are built upon the SegFormer framework [12], utilizing the nvidia/mit-b2 Mix-Transformer encoder
(~25.5M parameters). Pre-trained on ImageNet-1K [53], the encoder extracts multi-scale visual features by
generating four hierarchical feature maps through patch embedding and transformer blocks at varying resolutions
[11],[12].

Because the pre-trained encoder expects 3-channel RGB inputs [53], input projection layers were implemented
for each model to map high-dimensional remote sensing data (15-channel optical or 2-channel SAR) to the required
3-channel space using 1x1 convolutions and batch normalization [54], [55]. The decoder consists of a newly
initialized All-MLP classifier [12] with weights initialized following a normal distribution (std=0.02) [56] and
biases set to zero.

3.3.2 Models

3.3.2.1 Baseline Models (Unimodal)

These models establish the performance for each sensor independently using a simple projection layer.

3.3.2.1.1 MUST-Former-SAR

This is the SAR baseline model. It uses the VV and VH polarization bands of the Sentinel-1 dataset [3]. The
input channels are passed to a 1x1 convolution layer followed by a Batch Normalization (BN) layer [54]. This
projection operation maps the 2-channel input into 3 output channels suitable for the SegFormer encoder [12]. The
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weights of the convolutional layer are initialized using Xavier uniform initialization with gain=0.02 [56], and biases
are initialized to zero.

LetXg; € RFXW*2denote the input Sentinel-1 tensor comprising the VV and VH polarization channels. To align
the input dimensionality with the SegFormer backbone (which expects 3 channels), a projection layer Ps; maps the
2-channel input to a 3-channel feature space [11], [55], as shown in Equation 7:

Xsplmj = BN(Conlel(X51)) 7
where Conv,;: R* - R3represents a convolutional operation with kernel size 1x1 [47], and BN denotes Batch
Normalization [54].

3.3.2.1.2 MUST-Former-Optical

This model is the baseline model for optical data. It uses the 13 spectral bands of Sentinel-2 [4] along with the
two computed indices (NDVI and NDWI), resulting in a 15-channel input. Similar to MUST-Former-SAR, it uses
a projection layer to map the 15-channel input into 3 channels suitable for the SegFormer encoder [12], [54].

Let Xg, € REXW*15denote the input Sentinel-2 tensor. A projection layer Pg,maps these 15 channels to 3, as
shown in Equation 8:
Xspzmj = BN(Conlel(XSZ)) (8)
where Conv, ;: R*®> — R3represents a convolutional operation with kernel size 1x1 [47], and BN denotes Batch
Normalization [54].

3.3.2.2 Multi-Modal Fusion Models

Three distinct fusion strategies are implemented to test different approaches for how multi-modal features should
interact before being processed by the SegFormer backbone [16].

3.3.2.2.1 MUST-Former-Projector

This strategy is based on an early-fusion approach. This model independently projects Sentinel-1 and Sentinel-
2 inputs using separate learnable 1x1 convolutional layers. The projected 3-channel outputs from each modality,
Ps1(Xsentinet-1)and Psy (Xsentinel-2), are linearly combined via element-wise addition to create a shared latent
dimensionality D, = 3. The fusion is described by Equation 9:

Fproj = :P51 (XSentinel—l) @ :PSZ (XSentinel—Z) (9)
where @denotes element-wise addition, Xgepiner-11S the 2-channel SAR input (VV and VH), and Xgepinel-o1s the
15-channel optical input (the 13 spectral bands plus two computed indices).

3.3.2.2.2 MUST-Former-CrossAttn

This model employs a Bi-Directional Cross-Attention mechanism to fuse Sentinel-1 and Sentinel-2 inputs [10].
Unlike MUST-Former-Projector (Lite), this model allows the network to capture global context rather than relying
on naive element-wise fusion. Bi-Directional Cross-Attention models the mutual dependencies between two distinct
feature spaces X and Xgthrough two parallel, asymmetric processes:

e Forward Attention (A — B): Modality A acts as the Query (Q) to extract pertinent context from modality
B (Key/Value).
e Backward Attention (B — A): Modality B acts as the Query (Q) to extract structural guidance from
modality A (Key/Value).
Using the standard scaled dot-product formula shown in Equation 10 [10]:

. QKT
Attention(Q, K, V) = softmax \/d_ %4 (10)
k
where Q, K, and V represent the Query, Key, and Value matrices, respectively, and dis the dimension of the
key vectors serving as a scaling factor to maintain training stability.

1. Input Projection and Downsampling
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Both the 2-channel Sentinel-1 and 15-channel Sentinel-2 inputs are projected into a shared high-dimensional
latent space (D=128). This projection serves two purposes: dimensional alignment for the dot-product attention
mechanism and feature expansion to encode complex textural and spectral information. Given the quadratic
complexity of Cross-Attention, O(N?), and available GPU memory constraints, the spatial dimensions are
downsampled by a factor of 16 (512 X 512 — 32 X 32) before applying the attention operation [36]. Let D, be the
downsampling operation (stride=16):

Fg = Dl(ConV(Xﬂ)) JFsy = Dl(Conv(st)) (11)

2. Bi-Directional Cross-Attention
Two separate attention maps Zg,_,s,and Zs,_,¢;are computed using the downsampled features.
Case A: SAR (S1) queries Optical (S2)

Qs1 = FSIWQl' Ks, = FSZWKl' Vs, = FSZWV1 (12)
K. T
ZSl—>52 = Softmax (%) VSZ (13)
k

Case B: Optical (S2) queries SAR (S1)

Qs2 = FSZWQZ' K5y = F51WK2' Vs1 = F51WV2 (14)

K. T
ZSZ—>51 = Softmax <M> VSl

NEN (15)

3. Restoration and Fusion
The outputs are upsampled back to the original size (512x512), concatenated along the channel dimension, and
finally projected to 3 channels to match the SegFormer encoder input size. Let Urdenote the upsampling operation
and @represent channel concatenation:

Your = COHV1><1(U T (Zs1os2) DUT (Zsz—>s1)) (16)

3.3.2.2.3 MUST-Former-PCA

This model utilizes a fusion strategy conceptually analogous to Principal Component Analysis (PCA). In
machine learning, PCA is a statistical method used for feature extraction and dimensionality reduction [17] that
projects data from a high-dimensional space of possibly correlated variables into a lower-dimensional subspace of
linearly uncorrelated variables known as principal components, using a linear transformation based on computing
the mean and standard deviation followed by standardization.

Let X € R¥*Pbe the input data matrix, where Nis the number of pixels and Dis the number of original features
(channels). PCA seeks a linear transformation matrix W € RP*K(where K < D) that maps Xto a new subspace Y €
RN*X as shown in Equation 17 [17]:

Y = (X — ww a7
where pis the mean vector and Wcontains the Keigenvectors corresponding to the largest eigenvalues of the
covariance matrix £ = ﬁ X -wWTX —w.

MUST-Former-PCA does not use fixed eigenvectors as in standard PCA. Instead, it performs the three key
mathematical steps of PCA—centering, scaling, and linear projection—inside the neural network. This effectively
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compresses the high-dimensional input (D = 17) into a compact, information-rich 3-channel representation (D =
3) suited for the SegFormer encoder. This strategy consists of three steps:
1. Multi-Modal Concatenation
The 2-channel Sentinel-1 input Xg; € REXWx2
aggregated into a unified feature tensor:

IS ]RH><W><15

and the 15-channel Sentinel-2 input X, are

X,aw = Concat(Xs;, X5,) € REXWX17 (18)
2. Standardization (Z-score normalization)

Pixel values are normalized using the Z-score normalization technique (instantaneous whitening) [57], which
normalizes features to have a mean of 0 and a standard deviation of 1, allowing features with different units (e.g.,
Sentinel-1 and Sentinel-2) to be compared fairly:

x—H (19)
o

For each spatial location (h, w), the mean pp,,and standard deviation oy,,are computed across the channel

dimension C:

Xnorm =

c c
1 h 1 h 2 (20)
e = ISR g = [ ) e
c=1 c=1
The features are then normalized to create a statistically aligned tensor Xp,,,:
(hw)

— X — Hp,

Xpw = _raw  TAaw (21)
0-h,w

Standardization ensures that all input channels contribute equally to the initial variance, preventing the

optimization from being biased by arbitrary unit differences [56].
3. Learnable Component Projection

The standardized high-dimensional features are projected onto a lower-dimensional space using a learnable
linear transformation (1x1 convolution), mimicking the dimensionality reduction mechanism of PCA but with
trainable weights (W and b):

Y=W-X+b (22)

where Y € R¥*W*3is the fused input passed to the SegFormer encoder. Weights are initialized using Xavier

uniform initialization (gain=0.02) [56], and biases are initialized to zeros.

3.4 Experimental Settings

3.4.1 Framework and Hardware

All MUST-Former models were implemented using the PyTorch deep learning framework [58] and the Hugging
Face Transformers library [59]. Training was conducted on an NVIDIA L4 GPU with Automatic Mixed Precision
(AMP), allowing the model to use lower-precision (float16) calculations while maintaining weight storage in float32
[58]. This reduces memory usage and accelerates training. The SegFormer encoder [12] was initialized with pre-
trained ImageNet-1K weights [53], while decoder heads were randomly initialized using Xavier uniform
initialization (¢ = 0.02) [56]. To verify statistical reproducibility, all models were trained with three independent
random seeds (0, 42, 123).

3.4.2 Optimization Strategy

The AdamW optimizer (Adam with decoupled weight decay) [60] was used with a base learning rate of
5 x 10~°and a weight decay of 1 X 10™*. AdamW was selected for its ability to handle weight decay separately
from gradient updates, which prevents model weights from growing too large without interfering with learning
steps, and is particularly effective for regularizing Transformer models [10].

A Cosine Annealing learning rate scheduler [61] was implemented with a linear warmup period of 10 epochs,
during which the learning rate gradually increases from 0 to the base value before annealing down to a minimum of
1 x 1077, Models were trained for a maximum of 200 epochs. An early stopping mechanism with a patience of 50
epochs was applied, halting training if the Water IoU on the validation set did not improve within this period.
Gradient clipping with a maximum norm of 10.0 was applied to prevent gradient explosion. MUST-Former-
CrossAttn uses a batch size of 4 due to its higher memory requirements from the bi-directional cross-attention
mechanism.
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A complete summary of all training hyperparameters is provided in Table 3.

Table 3: Training hyperparameters for all MUST-Former variants.

Hyperparameter SAR Optical Projector PCA CrossAttn
Optimizer AdamW AdamW AdamW AdamW AdamW
Learning Rate 5x107° 5x107° 5x107° 5x107° 5x107°
Weight Decay 1x10~ 1x10 1x10~ 1x10~ 1x10
Min LR 1x1077 1x107 1x107 1x107 1x107
Batch Size 8 8 8 8 4
Max Epochs 200 200 200 200 200
Warmup 10 10 10 10 10
Epochs
Early Stopping 50 50 50 50 50
LR Scheduler Cosine Cosine Cosine Cosine Cosine
Annealing Annealing Annealing Annealing Annealing
Gradient Clip 10.0 10.0 10.0 10.0 10.0
Dropout 0.1 0.1 0.1 0.1 0.1
AMP ON ON ON ON ON

3.4.3 Loss Function with Regional Balancing

Two-tier strategies are employed to handle the pixel-level imbalance and the regional imbalance present in the
Senl1Floods11 dataset [18]: pixel imbalance is handled at the loss function level, and regional imbalance is addressed
at the data sampling level.

3.4.3.1 Loss Function

Standard cross-entropy can be misled by the imbalance ratio in the training split, easily achieving over 90%
accuracy by predicting the background class for all pixels [14]. The accumulated gradient signal from the large
number of background pixels overwhelms the signal from the water pixels.

Standard Cross-Entropy is defined as shown in Equation 23 [43]:

Leg = —log(py) (23)
where pydenotes the model's predicted probability for the ground truth class. The MUST-Former models were
trained using a customized hybrid loss function comprising a linear combination of Focal Loss [19] and Dice Loss
[20], ensuring that the model optimizes for both pixel-level classification accuracy and global geometric overlap:

Leotar = (1 = MLpocar + ALpice (24)
where L, is the Focal Cross-Entropy loss, L, is the Dice loss, and 1 = 0.6, assigning 60% of the gradient signal
to the Dice component and 40% to the Focal component to prioritize structural integrity of the segmented flood
regions.
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3.4.3.1.1 Focal Loss Function

The Focal Loss function introduces a modulating factor (1 — p;)¥to the cross-entropy term, causing the model
to focus more on the minority class (water pixels) by down-weighting easy background examples [19]:

FL(p,) = —a(1 — p.)¥log(p) (25)
where p;denotes the model's predicted probability for the ground truth class, yis the focusing parameter, and ais
the class-balancing weight. We set y = 2.0and a = 0.75. For instance, when the model is 90% confident that a
pixel belongs to the background class, the focal loss for that pixel is scaled by a factor (1 — 0.9)? = 0.01, meaning
99% of the contribution from easy background pixels is suppressed, allowing the model to focus on difficult water
pixels. Setting a = 0.75assigns three times more importance to the Water class than to the Background class
(0.75/0.25 = 3).

3.4.3.1.2 Dice Loss Function

Unlike standard cross-entropy and Focal Loss, which compute error at the individual pixel level, the Dice Loss
is based on the Dice coefficient and describes the overlap between the predicted mask and the ground truth mask,
handling class imbalance naturally [20]:

_ 2Xipyite (26)
Nipi+Xiyite

where p;is the predicted probability for the i-th pixel, y;is the binary ground truth label, 2 }}; p; y;calculates the
intersection between the predicted segmentation and the true mask, and €is a small constant ensuring numerical
stability [20].

DL=1

3.4.3.2 Regional Weighting

To address regional sample disparity, Regional Weighting is implemented that scales geographic importance
based on water ratios, emphasizing flood-rich regions [13]. Regional weights are derived via linear interpolation
based on Newton's divided difference formula (Equation 27) [57]:

Y2 27)
y-n= _xl(x x1)

For each region with water ratio 7, the regional weight wis:

3.0-1.0 (28)
wy = 1.0+ ——— (1 — Thin)
Tmax — Tmin
This simplifies to:

Ty~ Tmin T € (29)

w, =1.0+2.0"
Tmax — Tmin T €
where bounds [1.0, 3.0] prevent down-weighting while capping influence for gradient stability [47]. Weights
are normalized to ensure a batch mean of 1:

Wr i (30)
%Z?ﬂ Wrj+ &
where Bdenotes batch size and £ = 1 X 10~ %prevents division by zero. Weights are then clipped to [0.5, 2.5]:
Wy, = max(0.5, min(w;,, 2.5)) (31)
Regional weights are applied to Focal Loss only, amplifying pixel-level penalties in flood-prone regions without
destabilizing Dice Loss's structural optimization:
Liotar = VT/;’,L “Lrycar + Lpice (32)
where L,,.,, denotes the final combined loss, W, denotes the clipped region weight, Lz, , targets pixel-level
classification, Ly, ensures structural optimization.

—_
WT,l -

3.5 Evaluation Metrics

To evaluate MUST-Former performance, seven metrics derived from the pixel-wise confusion matrix are
utilized [62]. The primary benchmark is Intersection over Union (IoU), also known as the Jaccard Index [63], which
quantifies the overlap between the predicted mask (A) and ground truth (B):

|AnB| (33)
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Water IoU and Background IoU are reported to assess class-specific accuracy, alongside mean loU (mloU), the
arithmetic average of both classes representing global segmentation quality:
P

_ (34)

Water IoU = &b p ¥ FN
TN (35)

Background IoU = m
mloU = lo Uwater + 120 Ubackground (36)
Standard classification metrics are also included for granular pixel-level analysis [64]:
. TP (37)
Precision = TP + FP
TP (38)
Recall = TP+—F1V

Precision - Recall
F1=2- — (39

Precision + Recall
TP +TN (40)

A =
CUTAY = TP Y TN + FP + FN
where TP (True Positive) = water pixels correctly classified, TN (True Negative) = background pixels correctly

classified, FP (False Positive) = background pixels incorrectly classified as water, and FN (False Negative) = water
pixels incorrectly classified as background.

4 Experimental Results

4.1 Quantitative Results

MUST-Former models were trained on the hand-labeled portion of the Sen1Floods11 dataset using the standard
split provided across 10 regions (Ghana, India, Mekong, Nigeria, Pakistan, Paraguay, Somalia, Spain, Sri Lanka,
and the United States) [18]. They were evaluated on the test split (Table 4) for general performance assessment.
Additionally, they were evaluated on the Bolivia split (Table 5), which serves as an unseen geographic region to
assess generalization capability, following the protocol of the SenlFloodsl1 dataset authors [18]. Regional
performance of the models on the test split is shown in Figure 7 (Regional Heatmap across 10 regions) to identify
geographic failure modes. Normalized confusion matrices to visualize class-specific prediction accuracy across all
models are shown in Figure 8.

The MUST-Former-PCA model achieved the highest mIloU among all fusion models with 90.35% on the test
split and 89.32% on the unseen Bolivia region. The MUST-Former-Optical model achieved the highest mloU among
the two baseline models with 89.01% on the test split and 88.96% on the Bolivia region.

Sensitivity analysis via confusion matrices (Figure 8) indicates that MUST-Former-PCA demonstrates superior
sensitivity for fusion models, correctly identifying 90.1% of water pixels in the test set and 89.6% in the Bolivia set.
MUST-Former-Optical demonstrates superior sensitivity for baseline models, correctly identifying 88.9% of water
pixels in the test set and 88.5% in the Bolivia set.

Regional performance analysis (Figure 7) highlights the robustness of the fusion approach across two distinct
failure scenarios:

e Scenario 1 (Optical Failure): In the Ghana region, the Optical model struggles with water detection
(Water IoU: 0.432), while the SAR model performs relatively well (Water loU: 0.629). This performance
reversal is caused by cloud cover obscuring the optical sensor during the flood event.

e Scenario 2 (SAR Failure): In regions such as Pakistan, Somalia, and the United States, the SAR model
degrades significantly (e.g., Pakistan Water IoU: 0.247), while the optical model maintains good
performance (e.g., Pakistan Water IoU: 0.732).

In both scenarios, the fusion models successfully mitigate these single-modality failures, maintaining consistent
water detection performance across all evaluated regions.
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To assess statistical reproducibility, all models were trained with three independent random seeds (0, 42, 123)

on the test split. Table 6 reports the mean and standard deviation of Water IoU and mloU across the three runs. The
low standard deviations across all models, particularly MUST-Former-PCA (+£0.0045 Water IoU) and MUST-
Former-Projector (£0.0025 Water IoU), confirm the stability and reproducibility of the training procedure. MUST-
Former-PCA consistently achieves the highest mean Water IoU across all three seeds, validating its superiority as
the flagship fusion variant.

Table 4:Quantitative evaluation of MUST-Former models on the Senl1Floods11 test split (Seed 42).

Model Water IoU | Background IoU | Mean IoU | Precision | Recall | F1 Score | Accuracy
MUST-Former- 0.6782 0.9469 0.8125 0.8167 | 0.7999 | 0.8082 0.9522
SAR
MUST-Former- 0.8097 0.9704 0.8901 0.9009 | 0.8889 | 0.8949 0.9737
Optical
MUST-Former- 0.8112 0.9712 0.8912 0.9168 | 0.8757 | 0.8958 0.9744
Projector
MUST-Former- 0.8326 0.9743 0.9035 0.9162 | 0.9013 | 0.9087 0.9772
PCA
MUST-Former- 0.7624 0.9632 0.8628 0.8935 | 0.8386 | 0.8652 0.9671
CrossAttn

Table 5:Quantitative evaluation of MUST-Former models on the Sen1Floods11 Bolivia split (Seed 42).

Model Water IoU | Background IoU | Mean IoU | Precision | Recall F1 Accuracy
Score

MUST-Former- 0.6339 0.9164 0.7751 0.7223 | 0.8381 | 0.7759 0.9269
SAR

MUST-Former- 0.8143 0.9649 0.8896 09112 | 0.8845 | 0.8977 0.9696
Optical

MUST-Former- 0.7881 0.9618 0.8749 0.9462 | 0.8251 | 0.8815 0.9665
Projector

MUST-Former- 0.8205 0.9658 0.8932 0.9072 | 0.8958 | 0.9014 0.9704
PCA

MUST-Former- 0.7719 0.9574 0.8647 09113 | 0.8347 | 0.8713 0.9628
CrossAttn

Table 6:Statistical reproducibility of MUST-Former models across three random seeds (0, 42, 123) on the

Sen1Floods11 test split.

Model Water IoU (Mean + Std) mloU (Mean =+ Std)
MUST-Former-SAR 0.6674 + 0.0081 0.8059 + 0.0052
MUST-Former-Optical 0.7910 £ 0.0185 0.8794 + 0.0106
MUST-Former-Projector 0.8090 + 0.0025 0.8900 +0.0014
MUST-Former-PCA 0.8287 + 0.0045 0.9013 + 0.0025
MUST-Former-CrossAttn 0.7657 £ 0.0028 0.8645 +0.0014




Model

140

Inteligencia Artificial 78 (2026)

MUST-Former-CrossAttn

MUST-Former-Optical

MUST-Former-PCA -

MUST-Former-Projector - 0.649

MUST-Former-SAR - 0.629

-0.7

Water loU

I 1 1 1

© © o © c > © c © <
= S c = I} © = © =% %)
© o () - =] © [=4 o

e = X o 2 o € l% 9

G} () = X © o -

-1 s © ] T

o [}

Region

Figure 7. Regional performance heatmap (Water IoU) across the 10 geographic regions.
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Figure 8. Pixel-wise normalized confusion matrices for all MUST-Former variants.

4.2 Qualitative Results

Figure 9 presents the qualitative segmentation results. Rows correspond to 10 selected regions representing
diverse terrain types. Columns 1 and 2 represent the input modalities (SAR and RGB), followed by the ground truth
mask in column 3. The subsequent columns illustrate the output of five MUST-Former models: SAR, Optical, PCA,
Projector, and Cross-Attention, respectively. As shown in the second and seventh rows, the MUST-Former-SAR
model demonstrates clear robustness against clouds in detecting the full water surface [5]. While being affected by
clouds, the MUST-Former-Optical model achieves strong generalization in detecting water surfaces and edges. The
MUST-Former-PCA and MUST-Former-Projector models achieve excellent generalization in detecting water edges
and capturing fine details. However, MUST-Former-CrossAttn, while successfully detecting the water surface,
struggles to define sharp water edges across the 10 regions, producing coarser masks. The underlying cause—
aggressive spatial downsampling required to make cross-attention computationally feasible under GPU memory
constraints—is analyzed in detail in Section 5.
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Figure 9. Qualitative segmentation results on the SenlFloods11 Test Split.
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4.3 Benchmark

MUST-Former models were evaluated against existing methods across three configurations: SAR-only, optical-
only, and multi-modal fusion, in that order. Due to the lack of standardized benchmarks on the Sen1Floods11 hand-
labeled dataset with official splits [18], different comparison strategies are adopted for each modality. For SAR, the
comparison is against the official baseline from [18]. For optical, the benchmark is against the Prithvi-100M
foundation model [21] and the Prithvi-CAFE model [67]. For fusion, a U-Net baseline was established using
identical training procedures [8].

4.3.1 SAR Benchmark (Sentinel-1)

To ensure a fair and reproducible comparison, the benchmark is exclusively against the standard Sen1Floods11
SAR baseline [18]. The authors trained a Fully Convolutional Neural Network (FCNN) with a ResNet50 backbone
[55] on the same hand-labeled portion of the dataset using VV and VH bands, as shown in Table 7. The substantial
improvement over the 0.3125 baseline demonstrates the superiority of MUST-Former-SAR.

4.3.2 Optical Benchmark (Sentinel-2)

To benchmark the MUST-Former-Optical model, it is compared against Prithvi-EO-1.0-100M [21] and Prithvi-
CAFE [67]. Prithvi-100M is a temporal Vision Transformer (ViT) pre-trained on the Harmonized Landsat-Sentinel-
2 (HLS) dataset and fine-tuned for flood segmentation using the standard hand-labeled portion of Senl1Floods11
[18], [41], using 100 million parameters. Prithvi-CAFE builds upon the Prithvi-100M backbone with an adaptive
cross-attention fusion encoder, using 45.5 million parameters [67].

Ideally, a foundation model pre-trained on massive datasets should outperform task-specific architectures [42].
As shown in Table 8, on the standard test split, Prithvi-100M achieves a mean loU of 89.59% and a Water IoU of
81.98% using 100 million parameters [41], and Prithvi-CAFE achieves a mean IoU of 90.50% and a Water IoU of
83.41% using 45.5 million parameters. In comparison, MUST-Former-Optical achieves a competitive Water IoU of
80.97% and a mean IoU of 89.01% using only approximately 27.35 million parameters—approximately 3.6x fewer
than Prithvi-100M and 1.7x fewer than Prithvi-CAFE.

As demonstrated in Table 9, MUST-Former-Optical significantly outperforms both foundation models on the
unseen Bolivia dataset, serving as a critical test of geographic generalization. While Prithvi-100M's performance
drops to a Water IoU of 76.62% [41] and Prithvi-CAFE achieves 81.37% , MUST-Former-Optical maintains strong
robustness with a Water loU of 81.43%. This highlights that MUST-Former-Optical yields better generalization to
unseen geographic regions than both foundation models despite its considerably smaller size.

4.3.3 Fusion Benchmark (SAR + Optical)

To provide a rigorous evaluation of the proposed fusion strategies, an early fusion U-Net baseline [8] was
developed that concatenates all input modalities (S1, S2, NDVI, NDWI) into a single 17-channel tensor and
processes them through a standard U-Net architecture with 13.4M parameters [16]. Critically, this baseline employs
identical data preprocessing, augmentation, loss functions, hyperparameters, and training procedures as the MUST-
Former variants, ensuring that any performance differences can be attributed solely to the fusion mechanism and
backbone architecture.

Table 10 presents the comparative results. On the test set, MUST-Former-PCA achieves the highest performance
with a Water IoU of 0.8326 and a mean IoU of 0.9035, outperforming the U-Net baseline by 5.8% and 3.5% in
Water IoU and mean loU, respectively. MUST-Former-Projector also demonstrates improvements over the baseline
(+3.1% Water IoU, +1.5% mean IoU). Notably, MUST-Former-CrossAttn underperforms the baseline despite its
increased architectural complexity, achieving only 0.7624 Water IoU compared to the baseline's 0.7871. This is
attributable to the aggressive spatial downsampling (512x512 — 32x32) required to make cross-attention
computationally feasible, which discards fine-grained spatial details critical for accurate boundary delineation, as
further analyzed in Section 5.

On the Bolivia split, the performance gaps narrow. MUST-Former-PCA maintains the best performance (0.8205
Water IoU, 0.8932 mean IoU), marginally outperforming the U-Net baseline. Interestingly, the U-Net baseline
(0.8123 Water IoU) outperforms both MUST-Former-Projector and CrossAttn on this out-of-distribution split,
suggesting that simpler architectures may offer more robust generalization to unseen geographic regions [15].
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Table 7:Comparison of MUST-Former-SAR against the standard SenlFloods11 SAR baseline.

Model Split Mean IoU

FCNNs Test 0.3125
MUST-Former-SAR Test 0.8125

FCNNs Bolivia 0.3524
MUST-Former-SAR Bolivia 0.7751

Table 8:Quantitative comparison of MUST-Former-Optical against foundation models on the Sen1Floods11
test split.

Metri MUST-Former-Optical Prithvi-100M (100M) Prithvi-CAFE (45.5M)
etne (~27.35M) [41] [67]
Water IoU 80.97% 81.98% 83.41%
Mean loU 89.01% 89.59% 90.50%
Table 9:Transferability assessment on the unseen Bolivia split.
Metri MUST-Former-Optical Prithvi-100M (100M) Prithvi-CAFE (45.5M)
etne (~27.35M) [41] [67]
Water IoU 81.43% 76.62% 81.37%
Mean loU 88.96% 86.02% 88.87%

Table 10:Quantitative comparison between MUST-Former fusion models and standard U-Net.

Method Test Split: Test Split: Bolivia Split: Bolivia Split:
Water loU Mean loU Water loU Mean IoU

Early Fusion U-Net 0.7871 0.8810 0.8123 0.8889

MUST-Former- 0.8112 0.8958 0.7881 0.8810
Projector

MUST-Former- 0.7624 0.8652 0.7719 0.8713
CrossAttn

MUST-Former-PCA 0.8326 0.9035 0.8205 0.8932

These benchmarks demonstrate MUST-Former's effectiveness across all modalities: a 160% improvement over
the SAR baseline (mean IoU: 0.3125 — 0.8125) [18]; competitive performance with foundation models at 3.6x
fewer parameters in the optical setting [21]; and superior fusion performance with the PCA-based strategy
establishing a new reference on this dataset configuration.

5 Discussion

5.1 Performance Analysis and Model Comparison

The MUST-Former-PCA variant achieves the highest performance among all proposed models, with a mean
IoU 0f 90.35% on the test split and 89.32% on the unseen Bolivia region. The success of the PCA-inspired fusion
approach can be attributed to its statistical alignment of multi-modal features through standardization before
projection. By normalizing each spatial location across channels, the model ensures that SAR and optical features
contribute equally to the initial variance, preventing the optimization from being biased by arbitrary unit differences
[56]. This results in a compact, information-rich 3-channel representation that captures cross-modal
complementarity more effectively than naive concatenation.
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Comparing fusion models reveals trade-offs between architectural complexity and performance. MUST-Former-
Projector achieves 89.12% mean IoU with minimal computational overhead, demonstrating that even simple fusion
strategies provide substantial benefits over single-modality approaches when combined with proper training
procedures. However, MUST-Former-CrossAttn, despite its sophisticated bi-directional attention mechanism [10],
achieves only 86.28% mean IoU on the test split and even underperforms the early fusion U-Net baseline (88.10%).
This outcome can be explained by the aggressive spatial downsampling required to make cross-attention
computationally feasible (512x512 — 32x32, a 256-fold reduction in spatial resolution). This reduction discards
fine-grained spatial details critical for accurate flood boundary delineation, as evidenced by the qualitative results
showing coarser water edges in CrossAttn predictions. This finding highlights a fundamental hardware constraint:
attention-based fusion strategies require careful architectural design to balance computational efficiency with spatial
resolution preservation. Future work could explore linear attention mechanisms [35] or hierarchical designs [36]
that preserve resolution while managing memory.

Statistical reproducibility analysis across three seeds confirms the stability of all models (Table 6). MUST-
Former-PCA shows a low standard deviation of +£0.0045 in Water IoU, demonstrating that its superior performance
is robust rather than the product of a favorable random initialization.

5.2 Single-Modality Performance and Sensor Characteristics

The MUST-Former-Optical model achieves 89.01% mean IoU, significantly outperforming the MUST-Former-
SAR model's 81.25%. This reflects the inherent characteristics of each sensor: optical imagery provides rich spectral
information across 15 channels (including NDVI and NDWI) [23] enabling clear discrimination between water and
land cover, while SAR imagery with only two polarization channels contains less discriminative information and is
affected by speckle noise.

However, regional performance analysis reveals scenarios where SAR outperforms optical sensors. In Ghana,
the optical model achieves only a Water IoU of 43.2% while the SAR model achieves 62.9%, a reversal caused by
cloud cover obscuring the optical sensor. Conversely, in regions like Pakistan and Somalia, the SAR model degrades
significantly (Pakistan Water IoU: 24.7%) while optical maintains strong performance (Pakistan Water loU: 73.2%).
These complementary failure modes directly justify the multi-modal fusion approach.

5.3 Comparison with Foundation Models

MUST-Former-Optical achieves performance broadly comparable to both the Prithvi-100M foundation model
[41] and the more recent Prithvi-CAFE [67], while using significantly fewer parameters (~27.35M versus 100M for
Prithvi-100M and 45.5M for Prithvi-CAFE). On the standard test split, Prithvi-CAFE leads with 83.41% Water loU
and 90.50% mean IoU, followed by Prithvi-100M (81.98%, 89.59%) and MUST-Former-Optical (80.97%,
89.01%). However, on the unseen Bolivia split, the ranking changes substantially: MUST-Former-Optical achieves
the highest Water IoU at 81.43%, followed closely by Prithvi-CAFE (81.37%) and then Prithvi-100M (76.62%).
This result has important implications. Foundation models pre-trained on massive datasets offer strong in-
distribution performance but may overfit to the spectral and geographic patterns present in their pre-training corpora.
The superior generalization of MUST-Former-Optical on Bolivia suggests that the regional weighting and hybrid
loss training methodology effectively promotes robust feature learning that transfers well to unseen geographic
regions. This efficiency advantage is also crucial for operational deployment: at 3.6x fewer parameters than Prithvi-
100M, MUST-Former-Optical offers substantially faster inference and lower memory requirements.

5.4 Benchmark Improvements and Baseline Comparisons

The 160% improvement of MUST-Former-SAR over the original Sen1Floods11 FCNN-ResNet50 baseline [18]
can be attributed to three compounding factors: the SegFormer backbone's capacity for global context modeling
[12], the hybrid Focal-Dice loss's more effective handling of class imbalance compared to standard cross-entropy,
and the regional weighting scheme's improved geographic coverage. The fact that the early fusion U-Net baseline,
trained with identical procedures, already achieves 88.10% mean IoU confirms that the training pipeline itself
contributes substantially to performance gains. The additional 2.25% mean IoU from MUST-Former-PCA over this
well-tuned baseline isolates the specific benefit of PCA-inspired statistical alignment over naive concatenation.

5.5 Class Imbalance Mitigation

The severe class imbalance in Senl1Floods11 (9.48:1 background-to-water ratio) poses a fundamental challenge
[13], [14]. The two-tier mitigation strategy addresses this effectively. The hybrid Focal-Dice loss with y = 2.0and
a = 0.75down-weights 99% of easy background pixels when prediction confidence exceeds 0.9, focusing gradients
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on challenging water pixels. Regional weighting with bounds [1.0, 3.0] and normalization with clipping to [0.5, 2.5]
provides sufficient emphasis on minority regions while maintaining gradient stability.

5.6 Geographic Generalization and Computational Efficiency

The consistent performance across diverse geographic regions, culminating in strong results on the completely
unseen Bolivia split (MUST-Former-PCA: 89.32% mean IoU), demonstrates effective transfer learning driven by
the regional weighting training strategy. With approximately 25.5 million encoder parameters [12], MUST-Former
models are 3.6 smaller than Prithvi-100M while achieving competitive or superior results. The use of Automatic
Mixed Precision training [58] further enhances efficiency, enabling training on consumer-grade GPUs such as the
NVIDIA L4, democratizing access to advanced flood detection capabilities without requiring expensive high-
performance computing infrastructure.

5.7 Limitations and Future Directions

Several limitations remain. First, MUST-Former-CrossAttn's underperformance relative to simpler fusion
strategies highlights the challenge of implementing cross-attention under hardware constraints; future work could
explore more efficient attention variants [35] or hierarchical fusion [36] that preserve spatial resolution. Second, the
models operate on single time steps rather than temporal sequences; multi-temporal approaches [40] could improve
detection by tracking changes over time and distinguishing permanent water from temporary flood water more
reliably. Third, evaluation is limited to the Senl1Floods11 dataset; broader cross-dataset validation would further
strengthen generalizability claims. Finally, developing uncertainty quantification methods could enhance prediction
reliability for critical flood response decision-making.

6 Conclusion

This paper presented MUST-Former, a family of five transformer-based models for robust global flood detection
using multi-modal satellite imagery. The proposed models address critical challenges in operational flood mapping,
including severe class imbalance, geographic bias, and complementary sensor limitations. The MUST-Former-PCA
variant achieved the highest performance with a mean IoU of 90.35% on the SenlFloods11 test split and 89.32%
on the unseen Bolivia region, demonstrating excellent geographic generalization. MUST-Former-SAR showed a
160% improvement over the original SenlFloodsl1 baseline, and MUST-Former-Optical surpassed both Prithvi-
100M (76.62%) and matched Prithvi-CAFE (81.37%) on the Bolivia generalization split, using 3.6% fewer
parameters than Prithvi-100M.

The key technical insights are threefold. First, statistical alignment of multi-modal features through PCA-
inspired standardization and learnable projection provides superior fusion compared to both simple concatenation
and complex attention mechanisms under computational constraints. Second, the combination of hybrid Focal-Dice
loss and regional weighting effectively mitigates both pixel-level and geographic imbalance, enabling robust
learning from highly skewed datasets. Third, fusion models successfully compensate for single-modality failure
modes—whether due to cloud cover affecting optical sensors or speckle noise affecting SAR—maintaining
consistent performance across diverse global terrains. Statistical reproducibility confirmed across three random
seeds further validates the reliability of the reported results.

The parameter efficiency and practical deployability of MUST-Former models make them well-suited for
operational flood monitoring in resource-constrained environments, and the strong generalization to unseen regions
suggests broad applicability without requiring region-specific fine-tuning.

Future work will focus on three directions: developing an end-to-end operational framework for rapid flood
detection with automated data generation and annotation pipelines; exploring more efficient attention mechanisms
or hierarchical fusion to unlock the potential of cross-modal interaction while preserving spatial resolution; and
expanding to multi-class and multi-temporal segmentation to better support real-time emergency response decision-
making.
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