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Abstract Decentralized Autonomous Organizations (DAOs) offer a novel approach to collectively governing

projects through a democratic mechanism facilitated by blockchain. DAOs allow members to put forward and vote

on proposals, thereby shaping the organization’s future. However, low voter turnout is common in DAO decision-

making, particularly in large and active DAOs, where the high volume of proposals makes it unrealistic to expect

members to track all proposals. Abstentionism threatens the voting system’s effectiveness and the legitimacy of

the results. We consider that recommender systems can help boost voter engagement. This article details the

design of a recommendation approach tailored to aid DAO members in identifying proposals of interest, alongside

its implementation and evaluation. The design accommodates the domain constraints that render off-the-shelf

recommendation approaches inadequate, namely that proposals are short-lived and can only be recommended

while available for voting. To the best of our knowledge, this is the first study to examine recommendation in DAO

governance. To carry out our research, we have compiled a dataset, made publicly available, covering 12 of the most

active DAOs. We compare a baseline, specifically designed to accommodate DAO-specific constraints, against a

range of recommendation techniques. The findings confirm that personalized recommenders can often anticipate

voting preferences, significantly outperforming the baseline. In turn, given the limitations of offline evaluation,

an online evaluation using A/B testing would also be needed to fully assess their impact on participation. We

also discuss how their implementation must carefully incorporate fairness and transparency to ensure community

trust and adoption. We believe that proposal recommender systems in DAOs not only could drive engagement

improvements similar to those observed in other online collaborative projects, but can also provide insights for

collective governance settings beyond blockchain, such as cooperative organizations or participatory budgeting

platforms.

Keywords: Recommender Systems, Online voting, Decentralized Autonomous Organizations, Online communi-
ties, Collective Decision-Making, Fairness

1 Introduction

A Decentralized Autonomous Organization (DAO) is a novel organization form that allows project coordination
through a democratic voting mechanism, leveraging the capabilities of blockchain technology. Over the past
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few years, DAOs have witnessed significant adoption. According to the Deepdao analytics portal1, there are
approximately 50,000 DAOs that hold a total treasury valued at 42 billion US dollars. These organizations have
a user base of about 3 million voters and proposal contributors. The scale of DAOs varies widely, ranging from
small DAOs with a few members, to others with hundreds of them.

At the core of DAO governance lies the process of making proposals, usually accessible to anyone (i.e. including
people outside the DAO), but voted only by the members of the DAO. This type of decentralized participatory
dynamics is common in other contexts such as participatory budgeting or idea crowdsourcing platforms [32, 46].

Despite every member of the DAO having the ability to vote on proposals, recent studies show that the average
voter turnout is extremely low [53, 39]. Furthermore, the percentage of members that vote is usually lower in
larger DAOs.

Given the potentially large volume of proposals, especially in sizable DAOs with active members, it is generally
unrealistic to expect most users to stay consistently informed and engaged with every vote, making it difficult
to distinguish the signal from the noise. This trend mirrors well-known low participation challenges found in
online communities [35] or online peer production [55] and the struggle with voter turnout or absenteeism seen
in traditional elections [19]. The reasons behind the abstention in DAOs are not well-documented and require
further research. However, it is known that in blockchain and other contexts, decision-making power is often
costly to acquire and exercise, and the higher these costs are, the fewer the people who want to participate [20].

Furthermore, the low levels of participation threaten the original aspirations of decentralization [5], raising
questions about the representation and legitimacy of decision outcomes and hampering long-term sustainability
[53]. As a result, voter inattention poses a significant challenge and can potentially be maliciously exploited, with
over 100 million US dollars at risk [37].

To address these issues, this work hypothesizes that DAO members often struggle with identifying or even
being aware of proposals relevant to them, a task that could be facilitated by recommender systems. The inherent
transparency of DAOs provides a rich setting for constructing such a system. The goal of this article is to explain
how to design, implement, and evaluate a proposal recommendation system for DAOs, taking into account their
unique constraints. Namely, that proposals exist within a narrow voting window and must be recommended
while still open. This temporal limitation significantly impacts the recommendation process, which necessitates
a tailored approach. In particular, training and validating a proposal recommender system for DAOs must
incorporate the time dimension and avoid data leakage (i.e., including proposals unavailable at the simulated
time). This particular approach can also be extended to any context where the recommended items run for a
limited time, such as event recommendations.

We validate the effectiveness of proposal recommendations for DAOs through an offline evaluation designed
to account for the specific constraints of this domain. Our experiment focuses on 12 of the most active DAOs in
the current ecosystem, where recommender systems can have the greatest impact. These DAOs also provide a
rich environment for assessing the suitability of our approach. We compare a tailored baseline, explicitly crafted
to address the previously mentioned time constraints associated with DAO proposals, against a diverse set of
recommender models, ranging from simpler kNN-based methods to more advanced techniques that leverage text
embeddings from proposal content and Graph Neural Networks to model voter activity. Our results confirm the
effectiveness of providing personalized recommendations, underscoring the potential of recommender systems to
foster participation in DAO governance.

Furthermore, offering personalized recommendations is better than recommending the most popular ones, as
the latter only ensures those with the most votes to receive even more and does not address the low engagement
problem that other proposals face. Our article also reflects about how to deploy a recommender system in
a DAO in a way that truly improves collective decision-making processes and governance engagement in such
organizations.

The rest of the article proceeds as follows. Section 2 briefly introduces the concept of DAO and how they
operate. Section 3 reviews the related work in closely related areas. Section 4 presents the particular problem
of proposal recommendations in DAOs. The experimental setting is described in Section 5, and its results are
shown and analyzed in Section 6. In Section 7, we discuss the implications for DAO Governance of deploying a
recommender system. Finally, Section 8 concludes by outlining a roadmap for further research into this new type
of recommender and for their implementation in real contexts.

2 DAOs in a nutshell

In this section, we provide a succinct explanation of what DAOs are and their salient features for those uninitiated
in the subject. A DAO is a decentralized system usually built on blockchain that facilitates coordination and
self-governance of communities through self-executing rules [22]. This usually materializes into a decentralized

1https://deepdao.io/. Accessed Dec 22, 2024
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application that serves as a treasury for a group of individuals and allows members to create proposals and vote
on them. If a proposal is approved, it often involves executing a part of a smart contract and any action in the
blockchain, such as transferring assets, allocating resources, configuring protocols, etc.

Unlike traditional one-person-one-vote voting systems, in most DAOs users have an amount of voting power
(VP). This helps to avoid Sybil attacks. The VP is represented as crypto-tokens that are usually linked to their
capital contribution or their participation or reputation in the community. DAOs may use different voting systems
with different degrees of decentralization and sophistication [15].

Another feature is that voting on the blockchain may involve a cost to pay for the blockchain computation
fee, contrary to what happens in a web2 system. Moreover, all votes are public as it is the temporary outcome of
the proposal.

Additionally, multiple platforms emerged to facilitate the creation, deployment, and management of a DAO
using a common interface to make it easier to use a DAO to run your organization [16]. To mitigate some of
the inherent problems of blockchain, some off-chain platforms appeared, that made the voting on a centralized
interface, but signed with your blockchain wallet, striking a balance between decentralization and usability. The
most famous of these off-chain platforms is Snapshot, which has over 83 thousand organizations or spaces2.

As mentioned above, the popularity of DAOs has boomed, and they are becoming more and more important
in the organizational and financial sphere. From a scientific point of view, DAOs provide excellent opportunities
for different areas including computer science, law, economics, organizational theory, social choice, etc [49]. They
are both a testbed for experimentation and a rich source of data and examples.

In particular, we will focus on the area of recommender systems to test whether their use can serve to improve
participation in these new organizations.

3 Related work

To our knowledge, no one has so far studied the use of recommender systems for Decentralized Autonomous
Organizations. Thus, we will review closely related areas.

Recommendation systems have been used to increase and facilitate participation in online collaborative
projects. For example, on bug tracks like Bugzilla or GitHub Issues, recommendation systems have been used
to triage bugs, first using Näıve Bayes [10] and later more modern techniques like Hierarchical Attention Net-
works [23]. These systems have also been used to expand the number of reviewers by recommending suitable
developers [8], among other tasks. Similarly, Wikipedia uses them to suggest tasks and articles for translation.
For instance, SuggestBot makes personalized task assignments using collaborative filtering [9]. To fill gaps between
languages and recommend new articles to create in other languages, other system ranks the most relevant articles
in each language and assigns them to editors based on the text of their previous contributions [56]. WikiRecNet
recommends relevant articles to users based on their past interactions using representation learning, built on top
of Graph Neural Networks and Doc2Vec. Its main objective is similar to ours: “to help editors deal with the sheer
volume of potential articles that might need their attention” [34]. These precedents suggest that the application
of recommendation systems in DAOs is appropriate and could be successful.

E-democracy is also a closely related field to ours. In the case of Voting Advice Applications that address
participation in decision-making processes [18], they primarily assist users in selecting specific candidates or
political parties. For example, a recommender system that uses fuzzy clustering to provide information about
candidates close to the voter tendencies [50]. In contrast, our system focuses on recommending proposals that users
might find interesting, without directing them towards a particular choice for each proposal. The closest work to
our purpose would be recommender systems in e-participation platforms [6] and participatory budgeting [7]. In
these contexts, citizens suggest which proposals the town administrators should prioritize. Proposals may remain
open indefinitely and ignored proposals have no impact. Furthermore, these contexts require a fairness-aware
perspective to prevent popularity bias from starving niche proposals of visibility [54].

While both DAOs and e-democracy are framed in the area of social choice, none of these recommenders from
e-democracy explicitly deal with two aspects that are critical for DAOs: that there is a flow of proposals that
are put forward and on which a decision must be made, and that these proposals are open for a limited time. In
addition, proposals can be rejected either for receiving negative votes or for not reaching a sufficient quorum, and
this may affect the DAO governance.

The combined challenge of item cold-start and short item lifespans is also highly prevalent in news recommen-
dation, where recency and rapid freshness decay are critical [3]. However, a key distinction lies in the nature of
content availability: while a news article’s click-through rate decays rapidly over time, it does not possess a strict,
system-enforced expiration date after which interactions are blocked. In contrast, our setting features absolute

2https://dune.com/shot/dashboard. Accessed Dec 12, 2024
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temporal boundaries where proposals completely close for voting, aligning this domain more closely with event
recommendation.

In said field, there have been several proposals using event-based social networks (EBSN), where social networks
represent people who show interest or attend a certain event. Despite the apparent difference in context, this
problem has a very high similarity with voting on proposals in a DAO, where a group of people show interest in
voting for or against a particular issue. In, EBNS graph-based models have been successfully used. For example,
HeteRS proposes a heterogeneous graph-based model that exploits the rich, diverse information available in
EBSNs [40]. While they consider time a crucial element of the context used to recommend events, they do not
take it into account while testing. Macedo et al. [31] addresses this by dividing the dataset into multiple train
and test partitions with different timestamps. These systems rely on contextual information such as the event
location, which cannot be applied in our case. In contrast, Minkov et al. [33] combines a content-based and a
collaborative approach to recommend future scientific seminars simulating weekly recommendations. However,
they do it with a user study and not from historical user data. We leverage concepts and the experience from these
cases, to propose an approach to recommend meaningful proposals to DAO members using both collaborative
filtering and content-based approaches.

4 Problem statement

In this section, we will explain the key issues to consider when designing a proposal recommendation system for
DAOs. The problem addressed in this work follows the standard formulation of top-N recommendation under
implicit feedback, where users, items (proposals), and observed interactions are defined from historical voting
data under a temporal constraint. Thus, the main goal is for the system to learn each user’s preferences based
on their past voting history and make meaningful and useful recommendations.

As mentioned before, DAO members can vote on proposals usually put forward by other DAO members. We
consider that votes on a proposal are implicit feedback e.g., similar to purchasing or browsing history [36]. While
proposals typically are dichotomous (approve/reject), some deviate from this scheme by offering multiple options
for users to indicate their preferences. Therefore, we will disregard information about which specific option a
member voted for and focus solely on identifying which proposals were voted on by which members. We assume
that casting a vote indicates a member’s interest in a proposal. However, the absence of a vote does not necessarily
imply disapproval; it may stem from different factors such as the members’ unavailability or the overwhelming
volume of proposals, making it challenging to engage with all of them [11].

A key characteristic of proposals is that they have an availability window, marked by two timestamps. When
a proposal is within this window and open for voting, it is referred to as open; when the time window expires, it
is considered closed. Additionally, each vote on a proposal is associated with a timestamp indicating the exact
moment the vote was cast. A proposal can only be recommended before it closes, as a member cannot vote on a
closed proposal. Thus, to make recommendations in a DAO, we will select the open proposals that best fit the
member’s interests as reflected by his or her previous votes in proposals already closed.

As in other contexts, proposal recommendation may typically use a collaborative or content-based filtering
strategy. In the first case, the system will recommend proposals to users based on which open proposals are voting
on users with similar preferences (i.e. voting history). In the second case, the system will recommend to each
user those open proposals whose theme is most similar to the theme of the proposals for which they voted in the
past.

It is important to remark that the training process and performance evaluation of a recommender system
must adequately reflect the constraints imposed by the proposals’ lifecycle. This requires making careful use of
historical data. In practice, this means considering as eligible for recommendation only those proposals that are
open at the time the recommendation is issued, i.e., those that users can actually vote on, while incorporating
only closed proposals and their votes into the historical data used to learn users’ preferences. This approach
ensures that the integrity of the offline assessment results is maintained, avoiding any potential issues caused by
data leakage [27]. This process is explained in more detail below.

4.1 Train and validation in a temporal setting

The training and validation of a DAO proposal recommender system should adequately reflect the opening of
new proposals and their closure over time. In the context of an iterative offline evaluation, it means that the
data used for training and validation must change in successive iterations. Thus, we will use the Cross-Validation
Through Time method [1] to assess the model’s performance over time using distinct training and test splits. In
this way, we can adequately reflect that in each evaluation the new closed proposals are incorporated into the
training data and that only the currently open proposals are considered for evaluation. The objective of CVTT
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Figure 1: Illustration of the Cross-Validation
Through Time (CVTT) procedure for model evalu-
ation.

Train period Val. period

Vote in train set

Vote in val. set

Vote ignored

Figure 2: Example of proposals and votes in train
and test sets in a given fold ti. The highlighted
proposals are open during ti.

is to perform cross-validation taking into account the temporal nature of the data, that is, splitting the data into
folds preserving the chronological order, and then training and evaluating the system on a rolling basis.

In CVTT, data is split at regular intervals of a duration δ, identified by their timestamp ti. For each iter-
ation, it yields distinct training, validation, and test sets. The different instances of the model, with different
hyperparameters, are fitted using the training data and evaluated using the validation set. Finally, the test set,
which has not been used to select hyperparameters, is used to provide an unbiased evaluation of the best model
configuration. The process involves retraining the system with the chosen configuration using both the training
and validation sets. Figure 1 illustrates this procedure.

The training set encompasses all historical data up to ti, which includes all user votes cast prior to this
moment. The validation set contains all votes that were cast after ti in proposals that were open during ti. In
other words, interactions made in proposals that opened after ti are omitted from both the training and the
validation sets. As illustrated in Figure 2, five distinct states emerge relative to a threshold ti:

1. Closed proposals: The top-most proposal closes before ti. Its historical interactions are part of the train
set, but because it is inactive at ti, it will be excluded from recommendation candidates.

2. Active with zero interactions in validation: The second proposal from the top, remains open across ti but
receives no votes during the test horizon. Any recommendation generated for this item constitutes an
unavoidable false positive, although models may validly recommend it since the future is unknown at time
t.

3. Active with continuous interactions: This is the case of the third proposal that contains interaction data in
both the training and test periods, which will allow both the system to make an informed recommendation
and a correct evaluation.

4. Active cold-start scenario: The fourth proposal is initiated prior to t and lacks any interaction history
in the training set. Consequently, only content-based recommendation models can generate meaningful
predictions, as the others need voting interactions to recommend it.

5. Future proposals: The bottom-most proposal opens after t. While votes occur during the test period, they
are ignored as no model will be able to recommend the proposal.

Note that a proposal might remain open across different folds, and will appear in all those folds, but with
different votes in the training and test set.

For the length of the training interval, we sought to determine whether relying solely on recent interactions
would be sufficient. Accordingly, we treated this interval as a tunable training parameter for each model. Specifi-
cally, we evaluated window lengths of 7, 14, 21, 30, 60, and 90 days, as well as the entire dataset since the DAO’s
creation. For example, choosing a δ of 5 days and 60 days of training data would mean that for each ti, only the
most recent votes, cast in the 60 days prior to ti would be used for training.

As for the test set used in cross-validation, this entire procedure is shifted by δ. This shift yields a second
train set and a new validation set on interval ti + δ as illustrated in Figure 1. The optimization and search
methodologies of hyperparameters are model-dependent and detailed in Section 5.5.

In our case, we consider it appropriate to adapt the duration of the time interval δ to each organization, taking
into account mainly the time that the proposals remain open, i.e: if the proposals usually remain open for 5 days,
the fold duration should be 5 days. The interval chosen for each organization is explained on section 5.3.
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Name # Prop. # Users # Votes ‰ Dens. VPP VPV

DEAD FoundationsDAO† 5 591 3 469 17 738 1.83 3.17 5.11
PancakeSwap 2 691 129 978 532 830 3.05 198.00 4.10
dxDAO – xDXdao† 2 226 193 8 479 39.47 3.81 43.93
Decentraland 1 942 7 334 116 879 15.47 56.74 15.94
MetaCartel Ventures 934 199 3 287 35.37 3.52 16.52
Aave – Aavegotchi 918 74 399 2 328 356 68.18 2536.34 31.30
Index Coop 874 2 871 24 031 19.15 27.50 8.37

HUWA-DAO* 572 1 331 4 151 10.90 7.26 3.12
Balancer§ 509 9 107 111 987 48.32 220.01 12.30
NFTX§ 500 501 1 600 12.77 3.20 3.19
Bancor§ 497 1 092 30 942 114.02 62.26 28.34
Raid Guild§ 430 104 1 480 66.19 3.44 14.23
SharkDAO 396 658 7 577 58.16 19.13 11.52
Genesis Alpha† 355 128 2 203 96.96 6.21 17.21
HausDao Warcamp 351 29 1 018 200.02 2.90 35.10
JuiceboxDAO§ 327 944 21 507 139.34 65.77 22.78
dOrg 326 91 1 782 120.14 5.47 19.58
Frax 321 1 011 10 184 62.76 31.73 10.07
Bent Finance 316 97 661 43.13 2.09 6.81

Good Morning News* 311 67 1 431 137.35 4.60 21.36
Aura Finance 309 678 7 677 73.29 24.84 11.32

† Historic organization. They did not have votes a year before data retrieval or the last proposal that dissolved the
organization.

§ Insufficient number of consecutive folds to test the models.

* While technically not spam, they were not used as a DAO, as the results of proposals were irrelevant. In HUWA-
DAO, only polls were conducted, such as “Will Bitcoin reach $30k this month?” or “Should I buy Ethereum?”. As
for Good Morning News, a daily proposal was made with certain information.

Table 1: Top organizations with most proposals (with at least one vote) that are not marked as SPAM.
VPP stands for Votes per Proposal and VPV stands for Votes per Voter.

5 Experiments

The code and preprocessed data used in the experiments are available on GitHub3.

5.1 Dataset

We will use data from the DAOs Census dataset [44], which includes more than 30k deployments on seven DAO
platforms. Most of these organizations, over 20 thousand, were deployed on the Snapshot platform. The whole
dataset contains over 22 million votes by 5 million voters in 180 thousand proposals. The data spans from the
creation of each platform up to the time the data were collected (July 2023).

Our version of the dataset is in fact a subset, as it only considers four platforms (Aragon, DAOhaus, DAOstack,
and Snapshot), but has been extended with textual data of the proposals (i.e.: its title and description). It also
excludes members and proposals with no votes. The resulting version is publicly available4.

From our dataset, we selected the DAOs with more than 20 members and created the top DAOs with more
proposals that were not marked as SPAM by their platform. A summary of the characteristics of these DAOs is
shown in Table 1.

The number of proposals in these organizations ranges from approximately 300 to 5,500. The voter base
exhibits a broader range, varying from fewer than one hundred to over one hundred thousand. The number of
votes demonstrates even greater variability, ranging from around 600 to over two million in the remarkable case
of Aave.

We can also see great variability in the metrics that measure the number of votes per proposal (VPP) and per
voter (VPV) and the graph density, which measures the ratio (per thousand) between the number of edges and
the possible maximum number of edges (votes in our case).

The main characteristic that can be drawn from the table is that voting interactions between members and
proposals are very sparse since the graph density is below 100 per thousand in all but five DAOs. According

3https://github.com/daviddavo/recsys4daos
4https://www.kaggle.com/datasets/daviddavo/daos-census-tfm

https://github.com/daviddavo/recsys4daos
https://www.kaggle.com/datasets/daviddavo/daos-census-tfm
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Prop. id Open Close Text

63becb4c... 2022-12-29 04:22 2023-01-12 04:22 Development of Exodus: Goodbye World...
4add8a92... 2023-01-20 15:35 2023-01-25 15:35 Should the DAO assign VP to Decentraland’s...
6a88aec3... 2023-01-30 22:14 2023-02-06 22:14 Add Core3D to the Linked Wearables Registry
5af85778... 2023-01-31 19:12 2023-02-07 19:12 Add MetaDogeNFT to the Linked Wearables...
5ba291bd... 2023-02-06 00:33 2023-02-20 00:33 New Wearable Category: Hands

Table 2: Sample of 5 proposals from the Decentraland dataset

Prop. id User id Timestamp

a8c9b8bf... 0x171814... 2021-10-15 09:27:43
b32ce381... 0xe610d7... 2023-02-18 10:15:10
5ba291bd... 0x8973b1... 2023-02-06 05:11:39
b32ce381... 0x8639c8... 2023-02-20 03:57:28
139c1f69... 0xd66d1b... 2023-01-21 19:30:18

Table 3: Sample of 5 votes from the Decentraland dataset

to the VPP, proposals do not receive many votes on average, since in many DAOs this value is less than 10,
while most DAOs have more than 100 voters. Similarly, the voters on average are not too active either, since
although all the selected DAOs have more than 300 proposals, the highest average number of votes per voter is
44 (dxDAO-XDdao).

Another notable characteristic is that the metrics do not seem to have a clear correlation and that the DAOs
exhibit very diverse voting behavior. For example, DAOs with a low number of users who are on average active
(for the level shown in the table), but with a low rate of votes per proposal (e.g. HausDao Warcamp or dOrg).
At the other extreme, we can see DAOs with a relatively high number of VPPs but with voters who on average
are not very active (e.g. PancakeSwap).

The low participation that occurs in DAOs leads us to think that recommender systems could help increase
the number of votes that proposals receive. In turn, the diversity of voting behaviors reflects that recommender
systems and the way of using them should be customized to adapt to the peculiarities of each organization.

5.2 Data preparation

Of the original DAOs, we removed those that did not fit the conditions required for the experiment. In particular,
we removed DAOs that did not have the number of consecutive folds required to test the models. There was also
one case where the organization was not used as a DAO that we also removed. The DAOs excluded from the
analysis and the reason for their exclusion are indicated in Table 1 using markers. Our final dataset consists of
12 DAOs.

For each of the selected DAOs, the data was cleaned, leaving just two tables. The first one contains information
about the votes: the proposal ID, user ID, and the timestamp of when the vote was cast. The second table contains
information about each proposal: the textual information needed by the content-based recommender system, and
the timestamps of when the proposal was created and closed. Tables 2 and 3 show examples from Decentraland.

5.3 Validation and training

As previously mentioned, we will use cross-validation through time to measure recommender systems’ performance
in circumstances that are as similar as possible to real ones. To homogenize the comparison, we will use 10
consecutive folds across all DAOs.

The folds will have a duration that adapts to the DAO’s observed behavior. In addition, when the chosen fold
duration is a week we also determine the weekday the recommendations are made, i.e. the weekday the testing
time starts, to adapt to the DAO’s behavior. The way to make these decisions is explained below.

The length or duration of the folds was determined by taking into account the time that proposals are open.
In particular, we considered the median of the time proposals are open in the organization (MOPT), as shown
in Table 4. In some organizations, the fold duration is smaller than the MOPT to provide the 10 consecutive
validation folds that meet the experimental conditions. For example, in dOrg, which has a MOPT of 5, it is not
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Name MOPT Fold dur. δ Last fold date t10 Avg. OP

Aave - Aavegotchi 4 days 5d 2023-05-01 7.4
Aura Finance 3.5 days 7d 2023-07-14 9.4
DEAD FoundationsDAO 2.5 days 2d 2021-11-28 390.2
Decentraland 7 days W-THU 2023-07-13 17.5
dOrg 5 days 2d 2022-02-18 2.4
dxDAO - xDXdao 7 days W-THU 2022-05-05 19.7
Frax 5 days 5d 2022-05-26 2.0
Genesis Alpha 7 days W-WED 2019-12-04 15.1
Index Coop 2 days W-THU 2023-07-13 7.0
MetaCartel Ventures 16 days W-THU 2022-01-06 24.7
PancakeSwap 5 days 3d 2023-06-27 79.9
SharkDAO 4 days 3d 2022-04-27 4.1

Table 4: Characteristics of the 12 DAOs tested. MOPT stands for Median Open Proposal Time and
Avg. OP is the average number of open proposals in the folds tested. The folds start at 00:00 on the day
of the first vote, except when the day of the week is explicitly told (i.e: W-THU). In those cases, the day
of the week was chosen due to the distribution of votes and proposals during the week.

possible to find a period of 50 consecutive days that meets the requirements, but it is possible to find a period of
20 days, and hence the duration of the fold is set to 2 days. If a proposal is open for more than the duration of a
single fold, it can appear in multiple folds, but the set of votes in training or test will be different each time.

For DAOs where the lifespan of proposals is usually 7 days or longer, the fold duration chosen was 7 days and
we also determined the day of the week the recommendations were made taking into account the proposal creation
and voting patterns over the week. In general, we selected a day mid-week, as proposals tend to be created at the
beginning of the week, with users rarely voting on weekends. This timing allows recommendations to be made
when proposals have garnered a certain number of votes, allowing collaborative filtering recommenders to operate.

Finally, for each DAO we selected the evaluation period as the one with 10 consecutive folds with the highest
volume of proposals. The set of hyperparameters to be evaluated for each model will be detailed in the next
section.

5.4 Evaluation metrics

We have opted for well-known and interpretable metrics in recommender system [2] that could be understood
not only by researchers but also by DAO members interested in assessing the potential of using recommenders
systems in their DAOs.

Each recommendation model generates a preference score for all active candidate proposals available in the
fold. These proposals are then sorted in descending order of their predicted scores to produce a personalized,
ranked recommendation list for each user. Based on this ranking, we calculate the following metrics for each
individual user:

• precision@k: Measures the proportion of relevant items within the top-k recommendations. Importantly, if
k exceeds the total number of ground-truth relevant items for a user, precision@k is mathematically capped
below 1.0.

• recall@k: Measures the fraction of relevant items within the top-k recommendations, calculated as the
number of retrieved relevant items divided by the user’s total ground-truth relevant items.

• r-precision@k: Traditionally defined as precision@R, where R represents the total number of relevant items
for a given user. Due to computational constraints, we utilize a truncated variant: r-precision@k =
precision@min(k,R).

• AP@k (Average Precision at k): Evaluates the ordering quality of the top-k list by averaging the precision
values at every rank where a relevant item is successfully encountered. This metric rewards systems that
prioritize relevant items at the highest possible positions.

Precision@k and recall@k primarily assess the quality of the retrieved set within the top-k results. In contrast,
r-precision@k scales dynamically with the user’s actual voting volume, while AP@k is position-sensitive, penalizing
models that place target items lower down the list.
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The final reported values are the mean metrics across all active users in the test set. Specifically, for AP@k,
its mean is referred to as Mean Average Precision or MAP@k.

In this study, we will explicitly report precision@3, recall@3, map@100, and r-precision@100. For the first two
metrics, we report the value at k = 3 because the mean number of votes cast per user in the test set validation
windows across the selected DAOs is 2.5. Furthermore, this value is consistent with the characteristics of the
evaluated DAOs, several of which have around three open proposals on average (see Table 4). Higher values of
k tend to reduce the discriminative power of recall@k, and may lead to recall saturation in DAOs with a small
number of simultaneously open proposals.

For metrics designed to judge global behaviour, we implement a high cutoff of k = 100 to approximate a high-
catalog evaluation. In CVTT, map@10 is used as the internal validation target for hyperparameter optimization.

Finally, in the source code, we experimented with several values of k. Interested readers may consult it for
further details.

5.5 Models

In the absence of established recommender systems for DAO proposal participation and in light of generally low
voting engagement, we aim to assess which sources of information are most informative for this task, ranging
from similarity-based, graph-based, and text-based approaches. In addition, we introduce a popularity-based
baseline that recommends the most popular open proposals. As this simple heuristic can already yield competitive
performance in this setting, this baseline also serves as a novel and meaningful reference point for this domain.
Since users cannot vote twice in the same proposal, all models filter out recommendations for interactions that
already happened.

5.5.1 K Nearest neighbours

As simple collaborative filtering models, we have used the ItemKNN and UserKNN models from the LensKit
library [13]. These models employ a basic nearest-neighbors approach to compute a similarity score for each
user-item pair. While ItemKNN calculates the similarity between items, UserKNN identifies similar users and
recommends the items those users have engaged with. In our context, ItemKNN recommends proposals that
tend to be supported by the same members who supported proposals previously voted on by the target member,
whereas UserKNN recommends proposals supported by members with similar voting patterns.

We tested both models with a range of k values: 1,2,3,4,5,6,7,8,9,10, and 15. Due to the fast training of the
model and reduced search space, all combinations of hyperparameters (k×window size) were tested. To simulate
CVTT, only the best hyperparameter of each fold was used on the test set.

5.5.2 LightGCN

As a more sophisticated approach, we use LightGCN, which recommends proposals by learning patterns from the
network formed by members and their voting histories, exploiting relevant connections beyond direct similarities
between members or proposals.

The model is based on Graph Neural Networks (GNN) and considers the voter-proposal bipartite graph. GNN
leverages embedding propagation by iteratively aggregating an extended neighborhood to capture high-order
relationships and exploit structural information, making them become the state of the art in recommendation
systems [17]. Given the complex social relationships within DAOs, GNNs are expected to successfully grasp these
nuances, as they have done in other tasks, such as identifying malicious agents in the blockchain [12].

In this model, a low-dimensional vector (embedding) is generated for each edge (item-user interaction) and is
used to make recommendations. We selected LightGCN due to its simplicity and strong performance in user-item
collaborative filtering, where it has outperformed previous GCN-based models [24]. This simplicity arises from the
fact that the only trainable parameters are in the first convolutional layer, rendering its computational complexity
similar to that of Matrix Factorization.

The model architecture is characterized by the dimensionality of the embedding space and the number of
convolutional layers. LightGCN employs the Bayesian Personalized Ranking (BPR) loss function [42], which
optimizes over user-item pairs by learning to rank positive items higher than negative ones. This approach avoids
the assumption that all non-interactions represent negative feedback. We modified the source code from the
recommenders library [2] to adapt the model to the particularities of the proposal recommendation.

Given the continuous nature of the hyperparameter space due to the optimizer regularization terms, a grid
search was infeasible. Instead, each fold 100 samples were tested using Ray Tune [30] and the HyperOpt search
algorithm [4] optimizing the target metric map@10. The hyperparameters with best results were also evaluated
on the next fold, as detailed in section 5.3.
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Model Hyperparameter Values Sampling

GCN

Batch size bs ∈ {64, 128, 256, 512, 1024} Uniform
Embedding dim. 1 ≤ e ≤ 1024, e ∈ N Loguniform
Conv. layers c ∈ {1, 2, 3, 4, 5} Uniform
Learning rate 10−4 ≤ lr ≤ 1, lr ∈ R Loguniform
L2 reg. 10−7 ≤ l2 ≤ 10−2, l2 ∈ R Loguniform

kNN Max neigh. k ∈ {1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 15} Grid

NLP Model {mpnet-base, distilroberta, MiniLM-L12, MiniLM-L6} Grid

All Window size {7d, 14d, 21d, 30d, 60d, 90d, ALL} Grid

Table 5: Hyperparameter search space of the different models.

For the hyperparameter search, the first 19 configurations were chosen randomly, and the best-performing hy-
perparameters of the previous fold were also included in this initial set. The remaining 80 samples were generated
using HyperOpt search. Table 5 shows the definition of the hyperparameter space. For some organizations with
insufficient voters, the batch size was clamped to the number of available voters.

5.5.3 NLPSim: Content-based similarity

Another classical recommendation approach relies on textual content similarity [28]. Accordingly, we propose
recommending proposals addressing topics similar to those of proposals previously voted on by a member, based
on semantic representations learned from their textual descriptions. In particular, we have used text embeddings
based on the full text of each proposal, combining the title and description. For each proposal, its title and
description are concatenated and then a multidimensional embedding is obtained using the Sentence Transformers
library [41].

A profile is created for each user by aggregating the embeddings of the proposals previously voted by the user.
The currently open proposals are ranked by the cosine similarity to the user’s profile, and then the top-k most
similar proposals are recommended.

This model stands out because it is capable of recommending a proposal even if they have not received any
votes yet, i.e.: it does not suffer from the cold-start problem. However, to ensure a fair comparison with the other
models, we applied the same testing procedure.

This model is also computationally efficient, as the embeddings only need to be calculated once when the
proposal is created. Each proposal contains relatively few tokens, and updating the user profile can be done in
constant time as each user casts a vote.

The language models are already trained and thus selecting the number of embeddings is not possible. Given
that voernance proposals across major DAOs are written almost exclusively in English, we evaluated several
English-predominant language models: all-mpnet-base-v2 (420MB), all-distilroberta-v1 (290MB), all-MiniLM-
L12-v2 (120MB), and all-MiniLM-L6-v2 (80MB). Therefore, the only hyperparameter specific to the content-
based recommender will be the language model employed. Similarly to the previous model, due to the quick
execution time all the models and window sizes combinations were tested each fold.

5.5.4 OpenPop baseline

When testing a recommender system in a new field, it is essential to establish a baseline to compare the proposed
system, which might not be a trivial task [43]. Given the novelty of our field and lack of datasets and previously
established baselines, we include an algorithm without personalization as a baseline, serving as a lower bound and
reference heuristic due to its simplicity and ease of implementation.

A baseline widely used in other contexts is the Most Popular or MostPop model, which recommends the items
with the most interactions in the dataset. Nevertheless, despite its wide usage, it has shortcomings, namely,
it does not take into account whether the items were available when the recommendation was made, nor the
popularity at the moment, recommending items that are impossible for a certain user to interact with [26].

Considering these aspects, we propose the OpenPop baseline model, which recommends the currently open
proposal with the most cast votes in a certain moment (i.e. the most popular open proposal), as long as the user
has not already voted in it. This idea is based on the herding behavior commonly observed on voting platforms
[48, 51]. In offline evaluation, the proposal recommended is the one with most votes at the time ti of CVTT, as
detailed in section 4.1.
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(a) precision@3 (b) recall@3

(c) map@100 (d) r-precision@100

Figure 3: Model performance: Each plot presents the average performance across the 10-fold cross-
validation for each DAO. The organizations are sorted by the average number of open proposals in the
folds used for testing (see Table 4). A table containing the numeric values (mean and standard deviation)
is included in Appendix B.

Furthermore, OpenPop is similar to the RecentPop model proposed by Ji et al. [26], with the key difference
that in our case proposals stop being available after some time, and the time they start being available is different
for each item, i.e., proposal.

6 Results

In this section, we report the results of the test set of the models explained in Section 5.5. Figure 3 shows four
plots, each corresponding to a different performance metric. The performance of the recommender systems is
reported across the 12 DAOs, with each metric averaged over the 10 cross-validation folds. It is important to note
that DAOs are ordered in the Y-axis by the average number of open proposals in descending order. This ordering
let us discover that DAOs appearing higher in the plot—those with a larger number of proposals—tend to exhibit
lower performance, whereas those lower in the plot generally show higher performance. Thus, there is a strong
inverse correlation5 between the number of open proposals and model performance. This suggests that a smaller
number of open proposals may reduce the task complexity and facilitate the recommenders’ task. However, this
effect is partly driven by the offline evaluation setting: the experiment aims to replicate observed behavior, and
it is much easier to accurately reproduce user choices when the number of open proposals is limited than when
the set of alternatives is larger.

The plot also reveals that, in most cases, the baseline is the least effective method, and the recommender
systems improve upon it. This improvement is more modest in the three DAOs with fewer open proposals during

5The Spearman correlation values ranges from -0.64 to -0.91 across the four metrics.
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PancakeSwap 0.004 0.020 0.008 0.039 0.004 0.074 0.020 0.098
MetaCartel 0.345 0.674 0.012 0.136 0.345 0.752 0.012 0.345
dxDAO – xDXdao 0.012 0.004 0.004 0.012 0.008 0.004 0.004 0.012
Decentraland 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
Genesis Alpha 0.020 0.301 0.301 0.779 0.129 0.301 0.734 0.910
Aura Finance 0.173 0.249 0.074 0.055 0.075 0.116 0.426 0.359
Aave – Aavegotchi 1.000 1.000 0.652 0.250 0.004 0.004 0.652 0.570
Index Coop 0.249 0.080 0.398 0.018 0.063 0.173 0.499 0.128
SharkDAO 0.025 0.036 0.093 0.237 0.075 0.046 0.345 0.173
dOrg 0.317 0.593 0.593 0.317 1.000 1.000 1.000 1.000
Frax 0.310 0.484 0.484 0.655 0.317 0.317 0.317 0.317
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PancakeSwap 0.004 0.027 0.008 0.012 0.027 0.055 0.098 0.039
MetaCartel 0.176 0.176 0.027 0.027 0.465 – 0.844 0.357
dxDAO – xDXdao 0.004 0.004 0.004 0.004 0.016 0.031 0.008 0.012
Decentraland 0.004 0.004 0.004 0.004 0.652 0.250 0.039 0.164
Genesis Alpha 0.250 0.910 0.734 0.910 0.250 0.820 0.426 0.570
Aura Finance 0.046 0.046 0.039 0.027 0.075 0.075 0.020 0.012
Aave – Aavegotchi 0.164 0.004 0.203 0.055 0.039 0.004 0.301 0.074
Index Coop 0.359 0.327 0.734 0.301 0.893 0.917 0.893 0.600
SharkDAO 0.012 0.039 0.074 0.129 0.128 0.116 0.249 0.161
dOrg 0.028 0.865 0.528 0.293 1.000 0.317 0.317 0.317
Frax 0.046 0.028 0.028 0.080 0.655 0.180 0.655 0.180

Table 6: p-values of Wilcoxon signed-rank test comparing the different models against the OpenPop
baseline. Results below 0.05 are highlighted.

the validation period (dOrg and Frax). As there are fewer proposals to recommend, the differences between the
three models are smaller.

Ranking the models for each DAO and aggregating their ranks across DAOs using the median for each metric,
OpenPop achieves a median rank of 5 across all evaluation metrics, corresponding to the lowest-ranked model
among the five approaches evaluated. The best-performing model in terms of precision@3 is NLPSim, with a
median rank of 2. In terms of MAP, Recall, and R-Precision, the best-performing models are UserKNN and
ItemKNN, which also achieve a median rank of 2. Despite its more sophisticated use of the network, LightGCN
does not yield the best performance. This finding suggests that simple approaches may often be sufficient to
develop a competent recommender system.

To better assess fold-level variation, we supplement the analysis with a fold-wise Wilcoxon signed-rank test,
evaluating whether the personalized models significantly outperform the baseline across all folds. Table 6 presents
the resulting p-values. Examining the results for Precision@3, Recall@3, and R-Precision@100, we observe that,
in DAOs with relatively few proposals per fold (i.e., those appearing in the lower part of the table), alternative
approaches do not substantially outperform OpenPop on these metrics. This suggests that the offline evaluation
setting provides limited room for improvement in such sparse scenarios. In contrast, the pattern changes for
DAOs with a larger number of open proposals, namely those appearing in the upper part of the table. In the
case of MAP@100, which evaluates the quality of the ranking rather than only the set of retrieved items, the
evaluation becomes more demanding. Consequently, OpenPop is outperformed more often, even in DAOs with
relatively few open proposals.

Overall, our results provide evidence that personalized recommendation models can outperform the popularity
baseline. These findings should be validated in an online setting. In such a scenario, the popularity-based baseline
is likely to be more negatively affected, as it does not account for individual user preferences. In contrast,
personalization-based approaches are expected to be more engaging for users, as they provide recommendations
tailored to their individual interests rather than generic popularity signals. At the same time, popularity-based
recommendation mechanisms can amplify feedback loops in which already popular proposals receive even more
exposure and attention, thereby leaving unresolved the low-engagement challenges faced by other proposals.

These considerations highlight that the deployment of recommender systems in governance contexts must
carefully account for their impact in terms of acceptance and perceived fairness, as we discuss below.



Inteligencia Artificial 78(2026) 115

7 Implications of Deploying a Recommender System for DAO
Governance

Deploying a recommender in a live DAO is the most demanding stage: the system no longer runs in isolation but
becomes part of the community’s governance and its acceptance becomes a critical requirement for legitimacy and
sustained use. This integration requires deliberate design choices about what the system optimizes, how those
choices are governed, and how the system’s behavior is made transparent and accountable to members.

First, the core optimization metrics that the recommender pursues must be explicitly defined. In this work,
we addressed the objective of increasing voter turnout by surfacing proposals that match a member’s voting
history. More broadly, potential objectives include boosting member participation, enhancing proposal discovery,
maximizing vote-casting rates, reducing quorum failures, and increasing visibility for lesser-known proposals.
Because these objectives often present trade-offs, explicit governance decisions are needed to resolve them. They
could be collectively decided by the DAO membership through decentralized voting; alternatively, the system
could offer user-controllable parameters [21], allowing members to configure the recommendation policy according
to their personal preferences and interests.

To ensure legitimacy and user acceptance within the community, explainable recommendation mechanisms [57]
are essential: the underlying recommendation criteria and optimization goals must be publicly documented, and
the system must ensure transparency by enabling members to inspect the factors driving recommendations and to
audit outcomes. Without these considerations, recommendation engines risk creating perceptions of manipulation,
or of opaque systematic biases, which would undermine community trust.

Similarly, algorithmic fairness must be treated as a primary requirement rather than a secondary consideration.
In multi-stakeholder recommendation settings, two main forms of fairness are traditionally distinguished [52, 38]:
consumer-side and provider-side fairness. Consumer-side fairness ensures equitable access to relevant proposals
for all members without disparate impact, while provider-side fairness guarantees that proposers have an equal
opportunity for their items to be recommended. In DAO ecosystems, these concepts can be operationalized to
prevent algorithmic discrimination against users based on historical voting patterns or against proposals based on
the author’s identity or voting power. However, we must also consider a third dimension: item-level fairness [45,
47]. This dimension governs how attention is allocated, ensuring that proposals either receive equal baseline
exposure or that exposure is allocated proportionally to intrinsic relevance, for instance, based on factors such as
their scope of impact or the level of decision-making they entail (e.g., protocol upgrades, treasury allocations, or
routine operational decisions, etc.). At the proposal level, item-fairness mechanisms help mitigate popularity bias
and the marginalization of niche or less prominent initiatives. By doing so, the system can promote sustained
participation across a diverse set of proposals and give them a fair chance to reach quorum, rather than further
concentrating participation on proposals that are already popular.

Furthermore, in collective decision-making, fairness is a particularly complex notion, because it is rooted in
human perception and judgment. Fair solutions should be desirable to designers, but they also need to be guided
by human and societal cognition, take into account how outcomes are perceived, and remain verifiable [25].

Ultimately, fairness is not a single goal but a set of socio-technical objectives that should shape both the design
and evaluation of a recommender system. Therefore, deploying fair applications requires cross-disciplinary collab-
oration with experts in ethics, policy, and sociology to identify algorithmic harms and to formalize appropriate
objective functions [14, 25]. This is especially critical for governance environments like DAO voting platforms,
because design choices do not only affect individual users but can shape participation across the whole community,
influence the democratic legitimacy of outcomes, and affect the community’s long-term resilience.

8 Conclusions

To the best of our knowledge, this is the first study to examine recommendation in DAO governance. We
present the design and evaluation of a proposal-recommendation system that explicitly accounts for the temporal
constraints of proposal lifecycles in both training and evaluation. We also release a publicly available benchmark
dataset covering 12 DAOs with sustained governance activity, enabling reproducible research and facilitating
systematic comparison across future studies on DAO recommendation systems.

Our experimental evaluation was conducted offline using a popularity-based baseline that recommends the most
popular proposals. Against this baseline we carried out a systematic comparison of four methods representing
different rationales and levels of complexity. Overall, the results indicate that incorporating personalization signals
improves recommendation quality in this domain; however, in several DAOs the popularity baseline was not
beaten. Interestingly, although the popularity baseline may increase overall participation, it tends to concentrate
votes on the most popular proposals, thereby reinforcing a concentration effect. Such an increase would not
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address the issue of proposals that fail to reach a sufficient quorum or do not achieve a sufficiently representative
voter base.

The absence of a single consistently superior method across DAOs suggests two complementary research
directions. First, develop models tailored to the specific characteristics and governance dynamics of individual
DAOs. Second, explore more expressive hybrid architectures that integrate collaborative and content-based signals
(e.g., DeepFM [29]), that may outperform simpler approaches.

Furthermore, this study is subject to several limitations inherent to both the data and the evaluation setting.
First, our analysis relies on a single dataset, which, to the best of our knowledge, is the first available benchmark
in this domain and covers 12 DAOs. The validation has been done using a total of 9.6k proposals and 2.7M
votes. While this provides an initial basis for studying recommendation methods in DAO governance, it may
not fully capture the heterogeneity of governance designs and voting dynamics across the broader ecosystem. In
particular, our analysis does not explicitly account for differences in voting mechanisms, such as whether voting
entails costs, quorum requirements, or other constraints that may significantly influence participation behavior.
Thus, a natural direction for future work is the extension of the current benchmark to include a broader and more
diverse set of DAOs, covering different voting systems and contexts. This would enable a more comprehensive
assessment of recommendation methods under varying settings.

As a second limitation, the evaluation is conducted in an offline setting, where a recommendation is considered
correct only when it matches a vote observed in historical data. This formulation overlooks the fact that unob-
served interactions may still reflect relevant or meaningful recommendations. Moreover, the public visibility of
voting outcomes may itself influence user behavior, either discouraging participation when individual votes appear
inconsequential or encouraging it when they are perceived as potentially decisive. As a result, offline evaluation
fails to capture the interactive and dynamic nature of real voting environments, limiting our ability to assess the
true impact of recommendations on participation.

Thus, further validation in an online setting remains necessary. This should consist of an A/B testing setup
adapted to the specific characteristics of DAO governance. Unlike standard recommender system deployments,
several commonly used evaluation signals are not available, such as demographic user profiling. Instead, DAOs
provide complete and transparent voting histories, which enable alternative forms of user characterization, in-
cluding topic preferences, voting patterns, e.g. segmentation into cohorts such as high-activity and low-activity
members. Since the primary objective of recommendation in this domain is the improvement of collective gov-
ernance outcomes, A/B testing evaluation should prioritize metrics that capture this goal, such as turnout (i.e.,
overall participation in voting processes, reducing quorum failures, and increasing voting participation among all
members).

As in other A/B tests, to mitigate seasonal biases, both variants should be deployed simultaneously to isolate
time-based external variables and maintain consistent user behavior, while explicitly accounting for interference
effects among participants. In contrast to standard settings where user responses are assumed to be independent,
DAO governance inherently involves collective decision-making processes in which users are exposed to shared
proposals, observe others’ behavior, and are influenced by temporary outcomes. As a result, the behavior of
individuals in one experimental condition may affect the behavior and outcomes of individuals in the other. These
interference effects violate the standard independence assumptions underlying A/B testing and, if unaddressed,
may bias the estimated treatment effects.

Beyond the recommender’s own evaluation, in the article we have also reflected on how deploying a recom-
mender would affect the organization itself. Because recommendations materially influence governance, their
adoption depends on community trust; therefore design choices should be made collectively, and the system must
be transparent, auditable, and seen as fair. Failure to meet these conditions can undermine both the tool and
the DAO itself. Accordingly, the integration of recommendation systems into DAO governance must be carefully
designed, incorporating community participation and interdisciplinary expertise [21, 14].

Taking all this into consideration, recommender systems can be a very effective tool to mitigate DAOs’
abstention. Enhancing voter engagement is essential for ensuring fair representation and the legitimacy of decision
outcomes, which are fundamental to the democratic aspirations of DAOs and their sustainability.

While DAOs are a novel organizational form, they are numerous, coordinate projects involving many par-
ticipants, and steward assets of substantial value. It can be seen as large-scale social experiments in collective
governance that offer a rich empirical setting: the lessons learned from designing, evaluating, and deploying rec-
ommenders there can inform governance technologies beyond blockchain. Relevant domains include open-source
communities, cooperative organizations, participatory budgeting platforms, and shareholder-engagement systems,
where recommendation and attention-shaping mechanisms similarly influence participation, decision-making ca-
pacity, and members’ trust and perceived fairness. We argue that pursuing this agenda can help ensure that
recommendation technologies strengthen, rather than undermine, legitimate collective governance across diverse
organizational settings.
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I00 (Project DAO Applications) and David Davó acknowledges their AI4S fellowship within the “Generación
D” initiative by Red.es, Ministerio para la Transformación Digital y de la Función Pública, for talent attraction
(C005/24-ED CV1), funded by NextGenerationEU through PRTR. The authors also thank Andrew Schwartz for
his help with the data acquisition process and the Institute of Knowledge Technology for the computing resources
necessary to perform the research.

Code and Data Availability

The code and preprocessed data used in the experiments are available on GitHub, https://github.com/daviddavo/
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Appendix A Specifications of server used

OS Ubuntu 22.04 LTS

Kernel Linux 5.15

Motherboard MPG Z690

CPU 12th Gen Intel i9-12900KS (24) @ 5.200GHz

RAM 128 GB

GPU NVIDIA AD102 (GeForce RTX 4090) 24 GiB VRAM

Appendix B Results table

Organization model
precision@3 recall@3 map@100 r-prec@100
mean std mean std mean std mean std

Aave - Aavegotchi

OpenPop 0.411 0.166 0.718 0.270 0.665 0.180 0.795 0.149
UserKNN 0.455 0.178 0.924 0.069 0.797 0.166 0.931 0.049
ItemKNN 0.459 0.187 0.911 0.087 0.823 0.121 0.942 0.048
NLPSim 0.464 0.124 0.818 0.160 0.795 0.155 0.847 0.157
LightGCN 0.462 0.196 0.772 0.203 0.721 0.180 0.884 0.115

Aura Finance

OpenPop 0.259 0.227 0.237 0.225 0.288 0.273 0.351 0.307
UserKNN 0.317 0.271 0.527 0.463 0.584 0.454 0.599 0.469
ItemKNN 0.326 0.293 0.501 0.473 0.560 0.447 0.599 0.469
NLPSim 0.569 0.204 0.352 0.240 0.679 0.166 0.778 0.161
LightGCN 0.507 0.138 0.362 0.198 0.618 0.127 0.779 0.121

DEAD FoundationsDAO

OpenPop 0.006 0.012 0.010 0.021 0.011 0.012 0.175 0.252
UserKNN 0.032 0.050 0.078 0.129 0.071 0.077 0.196 0.234
ItemKNN 0.023 0.040 0.044 0.091 0.054 0.066 0.246 0.239
NLPSim 0.065 0.097 0.120 0.311 0.142 0.276 0.546 0.293
LightGCN 0.041 0.083 0.098 0.257 0.102 0.230 0.552 0.248

Decentraland

UserKNN 0.316 0.058 0.331 0.090 0.470 0.053 0.651 0.080
ItemKNN 0.302 0.051 0.306 0.084 0.462 0.054 0.689 0.060
NLPSim 0.381 0.072 0.382 0.071 0.519 0.055 0.718 0.049
LightGCN 0.302 0.062 0.322 0.087 0.453 0.071 0.698 0.051

Continued on next page...
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https://github.com/daviddavo/recsys4daos
https://www.kaggle.com/datasets/daviddavo/daos-census-tfm
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Organization model
precision@3 recall@3 map@100 r-prec@100
mean std mean std mean std mean std

dOrg

OpenPop 0.364 0.047 1.000 0.000 0.771 0.149 0.972 0.083
UserKNN 0.372 0.063 1.000 0.000 0.832 0.145 0.972 0.083
ItemKNN 0.370 0.073 1.000 0.000 0.783 0.158 1.000 0.000
NLPSim 0.370 0.073 1.000 0.000 0.811 0.192 1.000 0.000
LightGCN 0.364 0.047 1.000 0.000 0.812 0.122 0.981 0.056

dxDAO - xDXdao

OpenPop 0.093 0.074 0.067 0.063 0.083 0.056 0.317 0.137
UserKNN 0.212 0.139 0.366 0.282 0.463 0.251 0.678 0.162
ItemKNN 0.269 0.124 0.476 0.256 0.411 0.128 0.653 0.101
NLPSim 0.301 0.130 0.324 0.178 0.448 0.144 0.566 0.126
LightGCN 0.185 0.082 0.139 0.080 0.296 0.091 0.483 0.087

Frax

OpenPop 0.383 0.075 0.930 0.211 0.840 0.169 0.957 0.115
UserKNN 0.415 0.092 0.958 0.126 0.875 0.137 0.961 0.117
ItemKNN 0.414 0.096 0.961 0.116 0.889 0.118 0.969 0.094
NLPSim 0.418 0.095 0.968 0.096 0.891 0.130 0.961 0.117
LightGCN 0.394 0.062 0.955 0.134 0.876 0.142 0.963 0.101

Genesis Alpha

OpenPop 0.179 0.100 0.357 0.326 0.420 0.308 0.637 0.249
UserKNN 0.248 0.100 0.499 0.285 0.505 0.211 0.713 0.164
ItemKNN 0.226 0.091 0.446 0.282 0.439 0.177 0.614 0.192
NLPSim 0.213 0.070 0.302 0.122 0.345 0.066 0.569 0.149
LightGCN 0.186 0.086 0.358 0.245 0.389 0.187 0.660 0.223

Index Coop

OpenPop 0.271 0.202 0.481 0.356 0.490 0.260 0.816 0.145
UserKNN 0.306 0.222 0.614 0.392 0.607 0.299 0.818 0.282
ItemKNN 0.315 0.193 0.609 0.366 0.614 0.265 0.805 0.247
NLPSim 0.306 0.207 0.560 0.407 0.533 0.212 0.828 0.201
LightGCN 0.365 0.184 0.650 0.374 0.598 0.211 0.867 0.163

MetaCartel

OpenPop 0.129 0.109 0.257 0.268 0.196 0.208 0.440 0.443
UserKNN 0.170 0.194 0.389 0.435 0.367 0.301 0.483 0.412
ItemKNN 0.123 0.188 0.306 0.464 0.312 0.319 0.375 0.479
NLPSim 0.252 0.111 0.476 0.329 0.414 0.180 0.461 0.141
LightGCN 0.228 0.190 0.359 0.230 0.441 0.195 0.732 0.296

PancakeSwap

OpenPop 0.055 0.080 0.098 0.149 0.118 0.138 0.444 0.257
UserKNN 0.150 0.087 0.205 0.192 0.262 0.154 0.588 0.150
ItemKNN 0.109 0.085 0.163 0.203 0.219 0.187 0.537 0.215
NLPSim 0.099 0.065 0.157 0.127 0.212 0.104 0.539 0.156
LightGCN 0.068 0.068 0.115 0.132 0.154 0.116 0.504 0.221

SharkDAO

OpenPop 0.384 0.136 0.665 0.304 0.527 0.197 0.751 0.203
UserKNN 0.457 0.083 0.818 0.194 0.707 0.130 0.866 0.136
ItemKNN 0.472 0.097 0.841 0.179 0.682 0.122 0.864 0.148
NLPSim 0.461 0.113 0.755 0.251 0.672 0.149 0.806 0.179
LightGCN 0.451 0.085 0.781 0.230 0.638 0.071 0.827 0.111
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Enrico Francesconi, Ake Grönlund, and Tom M. van Engers, editors, Electronic Government and the In-
formation Systems Perspective, Lecture Notes in Computer Science, pages 62–76, Berlin, Heidelberg, 2010.
Springer. ISBN 978-3-642-15172-9. doi: 10.1007/978-3-642-15172-9.

[51] Shih-Lun Tseng, Shuya Lu, Danny Weathers, and Varun Grover. How product review voting is influenced by
existing votes, consumer involvement, review valence, and review diagnosticity. Decision Support Systems,
172:113981, September 2023. ISSN 01679236. doi: 10.1016/j.dss.2023.113981.

[52] Bjørnar Vassøy and Helge Langseth. Consumer-side fairness in recommender systems: A systematic survey
of methods and evaluation. Artificial Intelligence Review, 57(4):101, March 2024. ISSN 1573-7462. doi:
10.1007/s10462-023-10663-5.

[53] Qin Wang, Guangsheng Yu, Yilin Sai, Caijun Sun, Lam Duc Nguyen, and Shiping Chen. Understanding
DAOs: An Empirical Study on Governance Dynamics. IEEE Transactions on Computational Social Systems,
pages 1–19, 2025. ISSN 2329-924X, 2373-7476. doi: 10.1109/TCSS.2025.3539889.

[54] Yifan Wang, Weizhi Ma, Min Zhang, Yiqun Liu, and Shaoping Ma. A Survey on the Fairness of Recommender
Systems. ACM Transactions on Information Systems, 41(3):1–43, February 2023. doi: 10.1145/3547333.

[55] Dennis M. Wilkinson. Strong regularities in online peer production. In Proceedings of the 9th ACM Conference
on Electronic Commerce, pages 302–309, Chicago Il USA, July 2008. ACM. ISBN 978-1-60558-169-9. doi:
10.1145/1386790.1386837.

[56] Ellery Wulczyn, Robert West, Leila Zia, and Jure Leskovec. Growing Wikipedia Across Languages via
Recommendation. In Proceedings of the 25th International Conference on World Wide Web, WWW ’16,
pages 975–985, Republic and Canton of Geneva, CHE, April 2016. International World Wide Web Conferences
Steering Committee. ISBN 978-1-4503-4143-1. doi: 10.1145/2872427.2883077.

[57] Yongfeng Zhang and Xu Chen. Explainable Recommendation: A Survey and New Perspectives. Foundations
and Trends in Information Retrieval, 14(1):1–101, March 2020. ISSN 1554-0669. doi: 10.1561/1500000066.

http://dx.doi.org/10.1007/978-3-642-15172-9
http://dx.doi.org/10.1016/j.dss.2023.113981
http://dx.doi.org/10.1007/s10462-023-10663-5
http://dx.doi.org/10.1007/s10462-023-10663-5
http://dx.doi.org/10.1109/TCSS.2025.3539889
http://dx.doi.org/10.1145/3547333
http://dx.doi.org/10.1145/1386790.1386837
http://dx.doi.org/10.1145/1386790.1386837
http://dx.doi.org/10.1145/2872427.2883077
http://dx.doi.org/10.1561/1500000066

	Introduction
	DAOs in a nutshell
	Related work
	Problem statement
	Train and validation in a temporal setting

	Experiments
	Dataset
	Data preparation
	Validation and training
	Evaluation metrics
	Models
	K Nearest neighbours
	LightGCN
	NLPSim: Content-based similarity
	OpenPop baseline


	Results
	Implications of Deploying a Recommender System for DAO Governance
	Conclusions
	Specifications of server used
	Results table

