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gabriel.aguilar@cimat.mx; israelb@cimat.mx; murrieta@cimat.mx
2 Consejo Nacional de Humanidades Ciencia y Tecnologı́a, CONHACYT, 03940, Mexico City, México.
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Abstract: In this work, we propose motion strategies for exploration and mapping of an unknown environment with a team
of heterogeneous robots composed of two ground robots with different sensing and motion capabilities and a drone. Our
proposal is based on stochastic dynamic programming with incomplete information; we improve this technique, generating a
new approach that requires significantly fewer computations. We also propose new observation and motion models that generate
a map that combines geometric and semantic information. For dealing with real data obtained with a video camera and a laser,
we use machine learning techniques for building such a geometric-semantic map. Experiments are presented and analyzed
in simulation and on real robots. We compare the approach with other strategies reported in the literature, showing that our
approach requires shorter paths and fewer sensing locations to explore the environment, thus demonstrating the effectiveness
of this approach.
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1 Introduction
In this work, we present a motion strategy to combine the exploration and mapping abilities of aerial and ground robots. The
drone is equipped with a camera and ground-wheeled robots equipped with a laser sensor. Therefore, we must consider the
problem of properly handling different sources of information to carry out the exploration. We propose to model the exploration
as a resource allocation task. Consequently, the different sensing and motion capacities of the robots in the team, as well as the
complexity of the environment, are considered to propose the motion strategy.

The main motivation of this paper is to build an abstract semantic map of the environment, similar to a drawing made by a
human being, indicating the location and the name of the main objects in the world, and a simple polygonal representation to
avoid collisions. This is useful for navigation, searching for an object, or patrolling the environment based on high-level indica-
tions based on the objects’ names. Furthermore, a main objective is to propose a motion strategy that plans for heterogeneous
robots with different sensing and motion capabilities capable of dealing with uncertainty. Therefore, our method is based on
stochastic dynamic programming (SDP); we present improvements in this technique to obtain an efficient exploration and map
building proposal.

As a general description of our proposal, the drone initially covers the surroundings and obtains images from them. These
pictures are linked to a location and a deep learning method is utilized to classify the main objects in the pictures. Then,
the complexity of the environment is assessed based on the probability of identified objects and their locations in a region;
cluttered regions mean a more complex local environment. Considering this complexity and the capabilities of the ground
robots, the exploration strategy computes the motion of the ground robots and assigns them to sense the unexplored areas. In
the map-building task, the ground robots’ lasers are used to create a geometric map on top of the already identified objects. See
Fig. 7(a).
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Our proposed approach is based on the work in [1, 2]. However, we underline that in this work we propose a new modeling
and obtain new results. The new contributions are: 1) Neural network classifiers are proposed whose output is utilized to build
a semantic map. 2) A drone is used in the exploration strategy that evaluates and weighs the observation model of the ground
vehicles to perform an effective robot allocation. 3) A new motion model is also proposed. According to the most accurate
robot, this model relativizes the robots’ motion accuracy. 4) An efficient motion strategy is proposed and a formal deduction of
it is provided. 5) Finally, the work in [1, 2] did not include experiments with physical robots to validate the approach. In this
work, experiments are included with real robots.

The remainder of this work is structured as follows. We start with Section 2, where the previous work and the main
contributions are presented. In Section 3, the definition of the problem is given. Section 4 presents the observation model, and
Section 5 provides the motion model. Section 6 describes the motion strategy or policy. To validate the proposed approach,
Section 7 provides experiments in both simulations and with physical robots. Lastly, Section 8 presents the conclusions and
future work.

2 Previous Work and Contributions
In this section, related works are compared with our approach by organizing them into several categories: exploration, drones,
semantic maps, and multi-robots for 3D map construction.

We begin by describing specialized work in the exploration of unknown environments. In [3], the authors propose to
execute the exploration of the environment with a robot using an information-based technique. The approach aims at efficiently
building a map of the robot’s world. In [4], the authors propose an approach that uses multi-criterion decision making (MCDM).
The authors deal mainly with a search and rescue task in simulated environments. In [5], a methodology for the exploration
with multiple robots is presented. The method employs a decentralized Markov decision process (Dec-MDP). In [5] a team of
homogeneous robots is used to explore the environment; here, we use a team of heterogeneous robots. In [6], an approach to
exploring the environment with multiple robots is presented. The authors especially addressed the problems of limited battery
life and unreliable communication. The work in [7] proposes a multi-robot exploration strategy that uses temporal memory-
based RRT (TM-RRT). The authors in [7] only consider ground robots and do not construct a semantic map of the workspace.
In our work, we consider a drone that helps in mapping and exploration tasks, and the approach is capable of building a map
that combines semantic and geometric information.

Concerning the use of drones for exploration and map building, several works [8, 9, 10, 6, 11, 12] are in this research
line. However, in this work, the drone is not used directly to build the map, but rather it ponders the observations of the
ground vehicles and helps to determine their exploration locations. Ground robots are more appropriate for constructing the
geometric map due to their sensors and placement. The robots then build the geometric map with their laser range finders.
In addition, works such as [13] propose an integrated system that uses both unmanned aerial vehicles (UAVs) and unmanned
ground vehicles (UGVs). However, all robots are equipped with the same type of sensor; therefore, how to exploit settings with
different sensors, as we do, is still of interest.

Next, we present works that build semantic maps, which is still a very popular research topic. In [14], the authors develop
techniques for active multiclass mapping using semantic segmentation and range observations. That work only considers a
single robot, whereas we contemplate a heterogeneous team of robots. The authors in [15] propose a framework for autonomous
navigation with unmanned aerial vehicles based on probabilistic semantic-metric mapping representations to compute the best
next view of the receding horizon. The navigation method takes advantage of metric and semantic probabilistic gains to decide
where to move unmanned aerial vehicles. However, that work does not consider the heterogeneity of the robots as in this work.
The work in [16] presents a framework based on hierarchical collaborative probabilistic semantic mapping. The map is 3D and
is made up of voxels that are classified into several categories. In contrast, in our approach the map is 2D, but we plan for both
ground robots and a drone, while [16] only considers ground robots. In [17], the authors present a survey on robotic semantic
mapping. Semantic maps are well liked in the community of artificial intelligence [18].

Finally, we present work with multiple robots that build 3D maps of the environment. In [19], the authors propose a multi-
robot 3D scene graph online from sensor data collected by robots in a team. However, unlike this work in [19], all agents
are terrestrial robots. Furthermore, in this work, we want to build a more compact and more abstract 2D representation of the
environment similar to a blueprint of an architecture, obtaining the main geometric structure of the surroundings enriched by
semantic information. In [20], the authors propose a distributed Q-learning strategy for multi-robot exploration. However, as is
well known, a data-based approach has the drawback that it requires significant learning time. In this paper, we propose an effi-
cient motion policy based on discrete-time stochastic optimal control. In [21], a distributed multi-robot system is proposed that
takes advantage of the 3D movement capabilities of Unmanned Aerial Vehicles (UAVs) equipped with 3D LiDAR sensors for
the rapid exploration of unknown environments. However, unlike this work, in [21] only aerial vehicles are used and semantic
information is not added to the map. In [22], an autonomous multi-robot exploration pipeline is proposed that coordinates the
behaviors of robots in an indoor environment composed of multiple rooms. Again, only aerial vehicles are used and semantic
information about the objects in the environment is not added to the map. Thus, it is possible to verify that existing techniques
are capable of building 3D maps. However, it is important to clarify that our objective is different; we want to build a more
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compact and abstract 2D representation of the environment.
Several works have been presented for the construction of maps and exploration of unknown environments with multiple

agents. However, to our knowledge, the works most closely related to ours are those in [1, 2]. There, the exploration problem
with heterogeneous robots is modeled as a resource allocation task and is addressed with SDP. Hausdorff distance is used to
merge local and global maps. The differences between this work and [1, 2] were indicated in the previous section.

In general, the primary contributions of the present work are the following.

1. Neural network classifiers are proposed to identify objects in images taken by the drone, which are utilized to build a
semantic map. Additionally, the drone is used to validate the observation model of the ground robots, which is built on
the basis of laser sensor readings from prototypical environments.

2. A motion model that facilitates the choice of the most appropriate robot to reach a sensing configuration to explore the
scene, taking into account its motion capacities. According to the robot with the most accurate actuators, this motion
model relativizes the motion precision of the other robots.

3. As a theoretical contribution, we present a formal deduction of an efficient motion strategy that utilizes stochastic dy-
namic programming. The exploration strategy uses realistic assumptions to greatly reduce the complexity of the method,
accelerating its execution.

3 Problem Definition
We are interested in exploring an unseen environment and building a map that combines geometric and semantic information.
The environment is assumed to be a structured indoor environment. The task must be carried out with a team of n unmanned
ground robots, which have different motion and sensing capabilities. Ground vehicles have onboard laser rangefinders, and
these sensors have different angular resolutions and ranges. In addition, there is an aerial vehicle equipped with a downward-
pointing video camera. The main goal of this work is to develop a motion strategy for the ground robot group that takes
advantage of their unique motion and sensing capabilities. The strategy shall take advantage of the information provided by the
drone, resulting in a reliable and fast map construction.

A description of the system is shown in Fig. 1. Initially, a teleoperated drone sweeps the environment once at the beginning
of the exploration task to take pictures. These pictures are linked to a location and processed using a deep learning technique
to identify the primary objects present in them. Therefore, these images help to build the semantic map by adding the names
of the objects found to the geometric representation that the ground robots will build. In addition, the images are also used to
assess the local complexity of the workspace. This assessment is incorporated into the computation of the exploration strategy
to help assign a ground robot to a region to be explored.

Figure 1: System overview.

The unmanned ground vehicles sense the environment in the initial state and get sets of points employing their LiDARs.
The laser data are aligned to build a polygonal global map using a line fitting method. The ground robots then move using
the result of their motion strategy, which is computed using SDP aided by the workspace assessment performed by the drone.
The robots sense their surroundings again after they have reached their new state. A new global map is created when the new
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laser points are arranged in accordance with the existing global map. The motion strategy is invoked again until the entire
environment is explored.

An important aspect of the approach is that the observation model of the ground robots is a classifier. The idea behind this
is that we want to divide the environment into local maps of different types, for instance, ones with more geometric complexity
having many objects and others simpler, which may correspond to corridors, a single wall, or empty space. We hope that this
information will help to select, on the basis of its motion and sensing capabilities, the most suitable robot to explore a given
part of the environment (local maps). The construction of the polygonal map is independent of this classification; the geometric
polygonal map is built by fitting polylines to the point data obtained with the laser range finders.

Note that some drawbacks of the proposal are that in the current implementation, the drone is teleoperated and that the
geometric map to be built is based on a 2D polygonal representation. We leave for future work to propose a motion strategy for
autonomously moving the drone and to construct a 3D representation of the environment to deal with aspects such as obstacle
avoidance.

3.1 Notation
We model the time in a discrete manner. Thus, the variable k indexes the elapsed time. Hereafter, let xk,i ∈ X denote the state
(pose) of the i-th ground robot in the time stage k, and xk = (xk,1,xk,2, ...,xk,n) the state of the system that considers the n ground
robots. The state space X corresponds to a finite set of states sampled at the frontier between unexplored and open spaces; this
set defines candidate poses in which ground robots can gather new information about the environment. Furthermore, it is
considered that there is no perfect knowledge of the state; therefore, the state will be estimated through an observation vector
zk = (zk,1,zk,2, ...,zk,n), with zk,i the observation of the i-th robot at time k. Similarly, uk = (uk,1,uk,2, ...,uk,n) is the system
control. A single robot action is denoted by uk,i, in which i denotes the robot in the team that applies this action at time k to
reach a state xk+1,i. Lastly, define an information vector as Ik = (u1, . . . ,uk−1,z1, . . . ,zk).

Given some motion and observation models, the exploration and map building task is modeled as a resource allocation
problem (assignments of ground robots to portions of the environment to explore), in which we look for a motion policy Π that
maximizes the expected utility

E
Π

{
∑
k

g(Ik,uk)

}
, (1)

with g(Ik,uk) the utility at time k. Utility g(.) is modeled as a compromise between the newly perceived portion of the workspace
and the distance to reach it, and will be pondered based on the certainty of the state xk based on the information collected by the
drone. The details of the observation model, motion model, and computation of the motion policy are provided in the following
sections.

4 Observation Model
The observation model zk,i = h(xk,i) is implemented as a classifier. Thus, a class zk,i ∈ N is assigned to the data obtained from
its laser range sensor, when the i-th robot, at time k, is located in state xk,i. Besides, the observation model makes use of a class
zk,i to obtain an estimate of the robot’s location xk,i in the motion strategy computation, but the actual laser readings are used to
build the geometric map. The classes are defined so that they match sensor footprint prototypes in indoor environments, such
as footprints of rooms, hallways, room entrances, etc. Robots only sense the environment when they are static. Thus, we can
consider that the observation zk+1,i is not dependent on the control uk,i. Consequently, P(zk+1,i|xk+1,i,uk,i) = P(zk+1,i|xk+1,i).
Moreover, we assume that the observations of the robots are independent of each other, thus:

P(zk+1|xk+1) = P(zk+1,1|xk+1,1)P(zk+1,2|xk+1,2) . . .

P(zk+1,n−1|xk+1,n−1)P(zk+1,n|xk+1,n).
(2)

Keeping in mind that the observation model assumes that there are prototypes of sensor footprints, the observation model
considers three main elements: 1) The generation of a database, which is done using a semi-supervised method that generates
the classes. 2) The classifier, which corresponds to a convolutional neural network (CNN) that outputs a class for sensor
readings. 3) An assessment of the images taken with the drone camera. This is used to determine, in a probabilistic manner,
how complex the surroundings of the ground vehicles are.

4.1 Database generation
For each sensing capability a database of m laser readings is collected. We consider the type of environment where the robots
will move is known beforehand, for instance, offices, houses, etc. Once we have the database, the distance of Hausdorff [23] is
utilized to quantify the similarity between the readings within the database.

The Hausdorff distance is computed with respect to each other laser reading, and as a result, we obtain m vectors in a
space of dimension m. Each of the dimensions corresponds to a computed Hausdorff distance. Principal Component Analysis
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(PCA) is employed to reduce the dimension of the vector space. The l eigenvectors with a larger discrimination capability are
maintained, with l < m. Using the analysis of variance proposed in [24], classes are automatically generated. To create a pair
vector class, each sensor reading vector is lastly tagged with a class.

4.2 Classifier
Each sensor with a specific sensing capability has an associated neural network. Every robot utilizes the database suited for its
sensing capabilities. The points from the laser reading are stored in an occupancy matrix; an entry in the matrix is 1 when a
sensor reading is present, and 0 when not present. The CNNs have as input such matrices, and the outputs correspond to the
classes defined as is described above. Following this procedure, it is not mandatory to do as in [1], where it is expensive to
compute the Hausdorff distance for a sensor reading that needs to be categorized.

In our experimental validation, Section 7, there are two types of lasers, which correspond to two different sensing capabili-
ties. The same architecture is used to classify the data obtained with the two types of lasers. Nine classes of sensor footprints
have been generated using the approach proposed in Section 4.1. Laser data were collected in our laboratory to obtain a training
database.

4.3 Assessing the observations of ground vehicles with an aerial vehicle
The images that the aerial vehicle takes are used in two manners: 1) Objects in the images are labeled, and the names of the
objects are used to build a semantic map. In the experiments in this paper, five classes of objects are used: shelves, chairs,
tables, desks, and small objects. We used CNNs to label objects in the images. 2) The hardness of local regions is assessed
according to the number of object types presented in the images; more object types translate into more complexity. We also
weigh the confidence in the classification performed with the LIDAR readings taken by the ground vehicles. The model below
is used

P(zk,i|xk,i) = P(zk,i|xk,i,C)P(C|xk,i) + P(zk,i|xk,i,C)P(C|xk,i), (3)

where P(zk,i|xk,i) is the observation model that combines information from the drone’s camera and from the lasers onboard the
ground robots.

Henceforth, consider the event when the classification made by the ground robot is reliable and denote that event by C.
Consequently, P(zk,i|xk,i,C) denotes the observation model for the i-th ground robot when the said classification can be trusted.
In fact, the probability P(zk,i|xk,i,C) is the result of the classifier in Section 4.2. Probability P(zk,i|xk,i,C) refers to the case
where the classification based on LIDAR readings is not very reliable. In such a case, the result of the CNN will be penalized
by performing a distribution transformation by means of the next expression

H(a) =
a+ 1

M
2

. (4)

In Eq. (4), the term M refers to the number of prototypical classes in the laser sensor readings; therefore, P(zk,i =
c j|xk,i,C) = H(P(zk,i = c j|xk,i,C)), ∀ j = 1, ...,M. The probability for each class c j is averaged in this way with the likelihood
of a uniform distribution. In other words, (4) converts P(zk,i|xk,i,C) into a distribution with higher uncertainty by decreasing
the certainty of the sensor reading class compared to P(zk,i|xk,i,C).

The likelihood that the observation model used by ground robots is unreliable given the complexity of the local environment
is modeled by the expression P(C|xk,i). The likelihood that different types of items (such as desks, tables, chairs, etc.) will be
present in that area of the environment corresponds to the complexity of the local environment, yielding

P(C|xk,i) = ∑
j

1
|o|

P(o j|xk,i), (5)

in which |o| is the number of object types taken into account, and o j is the j-th type of object in the environment. Therefore,
P(o j|xk,i) is the likelihood that an item of the j-th type will be in the i-th robot’s field of view while it is at xk,i. The drone
calculates P(o j|xk,i) as the output of a CNN that can provide the probability that an object type o j is present using as its input
a picture captured by the aerial vehicle near to pose xk,i. Lastly, P(C|xk,i) is calculated as

P(C|xk,i) = 1−P(C|xk,i). (6)

In summary, the reasoning for the entire model in Eq. (3) is that the classification carried out using the laser sensor data
is less reliable in a complex environment with multiple objects. In addition, the drone camera can be used to assess such
complexity. If the types of items in the surroundings are already known, then this approach can be used in a variety of different
environments.
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5 Motion Model
At time k, control uk is applied, which causes the robots to move from a state xk to another state xk+1. The probability of this
event is P(xk+1|xk,uk), with uk = (uk,1,uk,2, ...,uk,n), and uk,i a sequence of controls that will be applied at time k by the i-th
robot. For each of the n robots, there is a probability P(xk+1,i|xk,i,uk,i). This probability is assumed to be independent for each
robot; therefore, we have

P(xk+1|xk,uk) = P(xk+1,1|xk,1,uk,1) . . .

P(xk+1,n−1|xk,n−1,uk,n−1)P(xk+1,n|xk,n,uk,n).
(7)

The robots seek to move executing only two motion primitives: rotations in place without translation and straight line
motions. However, to avoid collisions with other moving robots or motionless obstacles, robots can locally deform their paths
employing a variant of the reciprocal velocity obstacle [25]. The controls of the vehicles are a linear velocity v and an angular
velocity w. We assume that noise disturbs these velocities. P(xk+1,i|xk,i,uk,i) is estimated by simulating kinematic models of
the robots using noisy velocities, as seen in [1].

The following process is used to estimate P(xk+1,i|xk,i,uk,i). The robot equipped with the most precise motors (smallest
noise variance in its controls) is used to generate noisy trajectories from xk,i to configurations close to the given sub-goal xk+1,i.
We only keep the configurations that are at a distance (see Eq. (14)) closer than d×σ from xk+1,i. In our experiment, we set
d= 1.281, which corresponds to 80% of the total probability for a normal distribution; see Fig. 2(a)1. We then construct a sphere
S with radius equal to the distance from the sub-goal xk+1,i to the farthest final configuration that we kept from the simulated
trajectories of the most precise robot. Trajectories are now simulated for the i-the robot and we count the final configurations
within the sphere S. In this way, we determine how many simulated trajectories finished in a sub-goal configuration that is
inside such a sphere. This process is illustrated in Fig. 2(b). The circle shown (projection of the sphere S in the plane) is
established by the most accurate robot (R1). The red crosses indicate the final configurations of (R1) that lie within the circle.
The blue crosses indicate the configurations achieved by the simulated trajectories using another robot (R2) with a greater noise
variance in its controls.

(a) Normal distribution with mean µ and
variance σ2 and configuration samples close
to a qgoal .

(b) Configuration generated with simulated trajectories are
counted to estimate P(xk+1,i|xk,i,uk,i).

Figure 2: Motion model.

Thus, the probability P(xk+1,i|xk,i,uk,i) for the i-th robot is established as

P(xk+1,i|xk,i,uk,i) =
Ni

Ni
tot

, (8)

where Ni
tot is the total number of simulated trajectories for the i-th robot, and among their end configurations, Ni is the number

of configurations that lie inside S.

1We make use of this modeling considering the fact that for a normal distribution it is possible to determine a confidence interval on the
basis of the standard deviation σ . For example, setting d = 3 corresponds to a 3σ value that is a 99.7% confidence interval, that is, to consider
a 99.7% probability mass.
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The relevance of the model described above is that it relativizes the precision of the motion of the robots with reference to
the robot with the most accurate motor.

6 Exploration Strategy
An exploration based on frontiers [26] is adopted as the exploration strategy. Intuitively speaking, robots move to regions on
the frontier between open space and unexplored space to gain new information about the world. The robots get laser readings
as local maps at these boundary locations and integrate them into the global map.

Formally, the boundary separating the visibility region V (xi) and the unseen environment is termed a free edge (frontier).
We refer to F(xi) as the visibility polygon decreased by the robot radius (calculated using Minkowski sums), that is, F(xi) is
a region that is visible from state xi and is safe for navigation (i.e., a zone in which a robot can move without colliding). The
general visibility region for the robot team is denoted by Vtot , while the total visible region safe for navigation is represented by
Ftot . That is, Vtot =

⋃
i V (xi) and Ftot =

⋃
i F(xi).

Sampled
Configuration

(a) Robot motion.

Distance

Area

(c)

(b) Distance traversed and area ex-
pected to be discovered. The
robot is represented with circles and
the dashed area represents the new
sensed region.

Figure 3: Candidate sensing configurations and criteria used for their assessment.

Sampling is used to create potential sensing poses in the configuration space C , which in turn defines the state space X .
The samples are generated only close to the free edges using an angle φ and a distance ρ as in [23], see Fig. 3(a), and only the
samples inside Ftot are considered. These candidate configurations will serve as sub-goals to which the robots can move to keep
exploring the environment. When there are no more free edges on the global map, exploration comes to an end. As the global
map is being updated, it is possible to tell if the frontier of the global map has a gap (free space), which would correspond to a
free edge.

The motion strategy of the ground robots and their assignment to visit the free edges are calculated using SDP with incom-
plete information. That is, SDP is employed to calculate the controls uk that will take the robots to the best sensing locations
according to an expected utility, Jk(Ik), where Ik is the information vector. Vector Ik contains the history of all observations
up to time k and all controls that have been applied to the system up to time k− 1. Eqs. (9) and (10) describe the SDP with
incomplete information [27]. The value of Jk(Ik) is calculated by selecting the control/action uk, which maximizes the sum of
a local utility g(Ik,uk) and the expected utility Jk+1(Ik+1) (note that Ik+1 = (Ik,zk+1,uk)).

Jk(Ik) = max
uk∈Uk

[
g(Ik,uk)

+ E
zk+1

{
Jk+1(Ik,zk+1,uk)|Ik,uk

}]
,

(9)

Π(k, Ik) =arg max
uk∈Uk

[
g(Ik,uk)

+ E
zk+1

{
Jk+1(Ik,zk+1,uk)|Ik,uk

}]
.

(10)

In Eqs. (9) and (10), Ezk+1{.} represents the expected value in the observations. Furthermore, a local utility g(Ik,uk) should
be defined according to the problem addressed. Therefore, in the context of our exploration and map building problem, we
propose the local utility function to be

g(Ik,uk) = ∑
xk

g̃(xk,uk, Ik)P(xk|Ik), (11)
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with
g̃(xk,uk, Ik) = ∑

zk+1

w(xk,zk+1,uk, Ik)P(zk+1|Ik,uk). (12)

In addition, w(xk,zk+1,uk, Ik) is given as follows

w(xk,zk+1,uk, Ik) = ∑
xk+1

A(xk+1)

d(xk,xk+1)
P(xk+1|Ik+1), (13)

where d(xk,xk+1) = ∑i d(xk,i,xk+1,i), and A(xk+1) = ∑i A(xk+1,i). This expression establishes the utility (ratio of profit over
cost) of the action uk given the current state xk. The utility is formulated as a compromise between the area of the newly
perceived portions of the environment and the distance traveled to reach them [28, 29]. More specifically, the gain is represented
by the additional areas, A(xk+1,i), which the robots may sense in a subsequent state, and the cost is represented by the travel
distance, d(xk,i,xk+1,i). In Fig. 3(b), a robot is depicted in a state on the verge of the known and unknown environment. The
sensor range area is represented by the circle that surrounds the robot. The largest new region that the robot can find in that
configuration is indicated by the darkened area. In [23], parts of this area are eliminated at time k using the global map based
on the newly sensed obstacles. The distance between the two robot states, xk,i = (xk,i,yk,i,θk,i) and xk+1,i, is defined as

d(xk,i,xk+1,i) = [(xk,i −xk+1,i)
2

+(yk,i −yk+1,i)
2 +α

2]
1
2 ,

(14)

where
α = min{|θk,i −θk+1,i|,2π −|θk,i −θk+1,i|}.

The terms involved in Eq. (14) contribute equally to the distance computation. However, weights could be utilized to balance
the terms based on the spatial size of the environment. Moreover, it is desirable that robots not only translate a short distance
but also rotate a small angle; in fact, the rotated angle causes a significant inaccuracy in the final locations of the robots. This
is the justification for adding distances and angles. Lastly, the probability of the system state xk+1 given the information vector
Ik+1 is calculated using a Bayesian filter and is represented as P(xk+1|Ik+1) (see below).

The fundamental benefit of SDP with imperfect information is that it unifies probabilistic motion and observation models
into a unique overarching framework, resulting in a motion strategy. Due to the branching of possibilities, which results
in an exponentially expanding number of possible sequences of observations and controls, this technique has a significant
disadvantage in that it requires a significant number of operations [30]. We suggest the following simplifications based on
plausible assumptions to address this complexity issue.

In [1], the outcome of generating a plan in which a robot is allowed to move only once (short-term plan with planning
horizon N = 1) was compared to the outcome of planning an order to visit all known and unknown environments (long-term
plan with planning horizon N > 1). The experimental findings led to the conclusion that long-term planning with dynamic and
partial information often results in unnecessarily long trajectories. A tree of potential controls and observations can be used
to represent SDP with incomplete information; see Fig. 4. Short-term plans involve traversing the tree with a depth of N = 1,
where the depth of the tree reflects the planning horizon N. Hence, executing short-term plans removes the term Jk+1 in Eqs. (9)
and (10). It removes the choices indicated in Fig. 4 by the red crosses.
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Figure 4: The tree structure of dynamic programming. The different branches arise from the possible controls uk
and observations zk at each stage k.
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To further minimize the number of operations, we suggest removing the operator Ezk+1{.} by maintaining the observation
with the highest probability. This will eliminate the alternatives shown by the blue crosses in Fig. 4. Simply put, this means
that it is assumed that the classifier is adequate and capable of effectively distinguishing the real class of the laser reading from
the others. This assumption is also supported by the fact that the images taken by the aerial vehicle validate the classification
made by the ground vehicles.

Hence, utilizing the previous arguments gives rise to a series of simplifications in Eqs. (9), (10), (11), (12) and (13), which
results in an efficient computation of the robot motion strategy shown in Proposition 1. In the statement of the proposition, xS

k
denotes the state at time step k where the robots are located just before moving to the next sensing locations, and xG

k+1 denotes
a system sub-goal to which the robots point as possible next sensing locations. In this sense, a unique control uk and a sub-goal
xG

k+1 are linked. Additionally, the various combinations of robot placements provided by the samples created near the free edges
establish the potential sub-goals xG

k+1 for the entire system. As a result, each xG
k+1 contributes to the construction of the control

space Uk by defining a set of actions for robots that move them from xS
k to xG

k+1.

Proposition 1 The computation of the motion strategy can be simplified to

Π(k, Ik) =argmax
uk∈Uk

[
A(xG

k+1)

d(xS
k ,x

G
k+1)

×P(xk+1 = xG
k+1|Ik,zk+1 = zG

k+1,uk)

×P(zk+1 = zG
k+1|xk+1 = xG

k+1)

]
,

(15)

where zG
k+1 = argmax

zk+1

[
P(zk+1|xk+1 = xG

k+1)
]
.

See Appendix A for the proof of Proposition 1.
Finally, a Bayesian filter is used to calculate P(xk+1|Ik+1) according to the following equation.

P(xk+1|Ik+1) =

P(zk+1|xk+1)∑xk
P(xk+1|xk,uk)P(xk|Ik)

∑xk+1 P(zk+1|xk+1)∑xk
P(xk+1|xk,uk)P(xk|Ik)

.
(16)

As mentioned above, since the robots are relocalized using the aligned map when they arrive at a location, it is reasonable
to assume that P(xk = xS

k |Ik) = 1 at each time step k before they move. As a result, P(xk+1|Ik+1) simplifies to

P(xk+1|Ik+1) =

P(zk+1|xk+1)P(xk+1|xk = xS
k ,uk)

∑xk+1 P(zk+1|xk+1)P(xk+1|xk = xS
k ,uk)

.
(17)

In the motion policy given by Eq. (15), we are optimizing a probabilistic utility. This utility considers the probability of
the state of the robots (given the information vector I, which includes the actions u and the observation z of the robots) and the
probability of the robots’ observations. Hence, the goal of the optimization criterion is to get the largest utility and, at the same
time, to be as sure as possible that the robots are in the chosen states. We underline that, to choose the best action, the proposed
methodology also considers the probability of the observations. Our method produces an efficient motion policy without the
use of computations to calculate averages or an exponentially increasing number of possible observation sequences, leading to
a compact and efficient motion policy.

Only ground mobile robots are subject to this motion policy; in our current implementation, a human user controls the
drone remotely. Future work will focus on providing the drone with autonomous navigation and exploration capabilities.

7 Experimental Validation
In this section, we present simulations and experiments with physical robots. The algorithms and our simulator were pro-
grammed in C++, Python, and TensorFlow 2. The PC used to run the simulations and to compute the motion strategy in the
real robots has an Intel Core i7-3632QM CPU running at 2.20 GHz with 15.5 GB of RAM. The simulations are performed in
an environment very similar to that of our robotics laboratory. This allowed us to use images acquired with the aerial vehicle in
our laboratory in the simulations as well. Throughout this section, two ground vehicles and an aerial vehicle are employed. For
the case of experiments with physical robots, the type of robots, their motion systems, and the sensors mounted on each robot
are described in Table 1. Note that the Sick laser is mounted on the Pioneer 3-AT, and the Hokuyo sensor is mounted on the
Pioneer 3-DX. This results in a setting where there is a robot with better motion precision but worse sensing capabilities, and a
robot with worse motion precision but better sensing capabilities.
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Type Motion system Sensor.
Pioneer 3-DX Differential drive robot (DDR): two wheels A Hokuyo laser with resolution of

activated with two independent motors. 1 degree and 8 meters of range.
Pioneer 3-AT Four wheeled robot: the two wheels in the same side A Sick laser with resolution of

of the robot are controlled together emulating a DDR. 0.5 degrees and 10 meters of range.
Parrot Swing drone Quadcopter mode. A color video camera

pointing downward.

Table 1: Robots, motion systems and sensor

7.1 CNNs training
Convolutional Neural Networks (CNNs) are used for the identification of the main objects in the images taken by the aerial
vehicle and for classifying the laser sensor readings into prototypical classes for indoor environments. We use a network per
sensor or sensing capability. The Adam optimizer was used with a learning rate of 0.001. The networks were trained for at
least 15 epochs.The CNNs for identifying the presence of objects in an image were binary classifiers with three convolutional
layers with 16, 32, and 64 filters, respectively, with a kernel size of 3× 3, ReLU activation functions and interspersed max-
pooling layers, followed by two dense layers of 512 neurons and 1 neuron, respectively. The laser data classifiers had a similar
architecture with a slight difference in the final dense layers, which had 64 neurons and 9 neurons, respectively.

For the object detection task, we used an equally balanced classification for five object classes, which are defined in the
next section. 2000 images were used for training and 1000 images per class were considered for validation. The respective
CNNs achieved a correct object detection of at least 97%. For the physical robots’ experiments, in the case of the Hokuyo laser,
3780 laser readings were used for training and 900 readings for the validation set. The CNN for the Sick laser was trained with
a total of 3600 laser readings, and the validation set had 860 readings. The Sick laser neural network had 100% classification
accuracy, while the Hokuyo laser neural network had 90% classification accuracy in the validation sets.

7.2 Simulations
The simulated environment is shown in Fig. 5(a). The red discs depict the robots, while the laser readings are shown as blue
rays. The semantic classes and the visual symbols used to represent them are shown in Fig. 5(b). The classes are desks, shelves,
chairs, tables, and other small items. The drone’s video camera is used to detect these classes. Nine classes were used in the
laser data sets throughout all simulations.

(a) The whole environment. (b) Object classes.

Figure 5: Environment and object classes. There are five object classes that correspond to the main categories of
objects in our laboratory in which the experiments were performed.

The drone’s simulated photographs, which were actually captured in our lab, are shown in Figs. 6(a) and 6(c). The figures
show the semantic labels assigned by CNNs to these photographs that correspond to the primary object types present in them.
Whenever the projection of the aerial vehicle’s position in the 2D plane is within the visible region of a ground robot, the image
acquired from that location is utilized to evaluate the confidence of the categorization of the laser scan. The photos depicted in
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Figs. 6(a) and 6(c) are those that were captured by the aerial vehicle at a location (its projection in the 2D plane), see Figs. 6(b)
and 6(d), which is situated within the visibility range of a ground robot and closest to the direction of its heading. As our work
concentrates on creating the motion strategy rather than fixing the problem of data association, that association is now carried
out manually in our implementation. Nevertheless, using standard methods such as detection of artificial landmarks in ground
robots or even visual odometry [31], this association can be performed automatically2.

(a) Images with labels. (b) Robots’ locations corre-
sponding to the images in (a).

(c) Images with labels. (d) Robots’ locations corre-
sponding to the images in (c).

Figure 6: Labeled images and corresponding ground robots’ locations.

R.1 σv R.1 σw R.2 σv R.2 σw
Exp. 1 0.3 0.15 0.3 0.15
Exp. 2 0.1 0.05 0.06 0.03
Exp. 3 0.3 0.15 0.06 0.03

Table 2: Tested Motion Capabilities. Each of the three
experiments consider different levels of noise in actu-
ation for the two robots, R.1 and R.2. The linear and
angular velocities, v and w, are altered by adding zero
mean noise with different standard deviation values, σv
and σw, respectively.

We carried out three simulation experiments in the same workspace, varying the robots’ and sensors’ settings for the
purpose of comparison. The standard deviation of Gaussian noise is used in the simulation to mimic the precision of the robot
actuators; the higher it is, the less accurate the robot actuators are. The mobility capabilities of the robots for each experiment
are displayed in Table 2. We utilize the maximum range and the resolution to simulate the capabilities of the lasers; the better
the sensor, the larger the range and the smaller the resolution. The sensing capacities of the lasers for each experiment are
displayed in Table 3. Experiment 1 refers to robots with equal capabilities, experiment 2 relates to a robot (R.1) with greater
sensing capabilities but inferior motion precision, and experiment 3 relates to a robot (R.1) with a wider capacity gap between
the two robots; again, R.1 with better sensing and worse actuation.

The semantic map that was generated is shown in Fig. 7(a), and the map of 2D points that was constructed using the lasers
in experiment 1 is shown in Fig. 7(b). Employing a line-fitting method [28, 23] to the 2D point map, we derive the geometric
component of the semantic map. Keep in mind that we are emulating the laser sensor reading and that in the simulation trials

2Obtaining the pictures’ relative locations in relation to the initial location of the drone, for example, utilizing visual odometry, in conjunc-
tion with computing the initial position of the drone in relation to the initial locations of the ground robots, and resolving the actual locations
of the ground robots using matching methods on the local maps.
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R.1 Max range R.1 Resolution R.2 Max Range R.2 Resolution
Exp. 1 4 units 2 degrees 4 units 2 degrees
Exp. 2 7 units 1 degree 5 units 1 degree
Exp. 3 8 units 0.5 degree 5 units 1 degree

Table 3: Tested Sensing Capabilities. Each of the three experiments consider
different sensing capabilities for the two robots, R.1 and R.2. The used sensors
differ on their maximum range and their angular resolution.

the Hausdorff distance is used to automatically find the optimal alignment of the global map and the new local ones. The 2D
points and semantic maps that were obtained for experiment 2 are shown in Figs. 8(a) and 8(b), respectively. Figs. 9(a) and
9(b) display equivalent maps for experiment 3.

(a) Semantic map. (b) Points map.

Figure 7: Resulting maps for experiment 1.

(a) Semantic map. (b) Points map.

Figure 8: Resulting maps for experiment 2.

The 2D point maps in all three studies are qualitatively comparable. In the semantic maps, the difference is more pro-
nounced. More labels appeared on the maps as the overall sensing capacity of the system increased. The maps for experiments
2 and 3 look similar. The semantic map in Figure 8(a) includes 18 chairs, 4 tables, 15 desks, 1 shelf, and 2 small objects, while
Figure 9(a) includes 18 chairs, 5 tables, 12 desks, 3 shelves, and 1 small object. Both maps have a similar number of identified
objects in similar locations. R.1 had nearly the same sensor range in the two experiments, but doubled its resolution, and R.2’s
sensing abilities remained the same; it appears that the sensor range is the main factor that affects the label appearance. Both
maps also show more pronounced differences from the map of experiment 1. This might be the result of more information
being redundantly collected when the robot’s range expands, as this produces an increase in sensor footprint overlapping.

For each experiment, Fig. 10 shows the areas covered by the robots. For experiment 1, in Fig. 10(a), the region only covered
by the laser of robot one (R.1) is shown in blue, the area only covered by robot two (R.2) is shown in red, and the area covered



178 Inteligencia Artificial 76(2025)

(a) Semantic map. (b) Points map.

Figure 9: Resulting maps for experiment 3.

by both sensors is shown in green. The analogous areas for experiment 2 are shown in Fig. 10(b), and the areas for experiment
3 in Fig. 10(c). In fact, the green area appears wider in Fig. 10(b) than in Fig. 10(c). However, it will be seen in Table 4
(column ‘Int. S. Area’) that the mean difference is 0.17%, so the area reduction is very small. Moreover, the green area for
experiment 1, see Fig. 10(a), is the smallest among the experiments. An explanation for this might be that the range difference
for R.1 between experiments 2 and 3 is smaller, just one unit, compared to the difference between experiments 1 and 2 where
the difference is 3 units. In addition, it is clear that the robot having the highest range (R.1) possesses a larger detection area
that is only its (blue area).

(a) Exp. 1. (b) Exp. 2. (c) Exp. 3.

Figure 10: The green area is the overlap area for the two robots. In blue and red the areas detected only by R.1 and
R.2, respectively, are shown.

R.1 T. Dist. R.1 R. Angle R.1 % S. Area R.2 T. Dist. R.2 R. Angle R.2 % S. Area P. steps R.1 Num. S.L R.2 Num. S. L. Int. S. Area
Exp. 1 38.49 m 38.94 rad 86.98 % 38.83 m 34.40 rad 84.51 % 28.00 27.40 25.40 71.49 %
Exp. 2 23.34 m 21.17 rad 88.82 % 23.09 m 26.02 rad 83.38 % 16.60 15.80 15.60 74.19 %
Exp. 3 23.50 m 18.33 rad 89.16 % 23.31 m 23.40 rad 84.87 % 16.20 14.60 15.60 74.02 %

Table 4: Performance metrics - Proposed exploration strategy. The total distance traversed by
each robot (T. Dist. ), the total angle rotated throughout the exploration process (R. Angle),
the proportion of sensed area (S. Area), the number of steps performed by the planner (P.
steps), the total number of sensing locations (Num. S. L.), and the combined percentage of
sensed area by both robots (Int. S. Area).

Performance metrics for the experiments are shown in Table 4. All simulation experiments presented in this section show
an average of five trials. The total distance traversed by each robot (T. Dist.), the total angle rotated throughout the exploration
process (R. Angle), the proportion of sensed area (S. Area), the number of steps performed by the planner (P. steps), the total
number of sensing locations (Num. S. L.), and the combined percentage of sensed area by both robots (Int. S. Area) are the
performance metrics. It is interesting to note that the total traveled distance (T. Dist.), the total rotating angle (R. Angle), and the
number of times the planner was invoked (P. steps) are significantly larger for experiment 1, where there is more noise. Hence,
these results suggest that noise is relevant, as it forces robots to do more work to explore the same environment. Differences
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in total distance traveled by the robots (T. Dist.) are more likely due to differences in sensing, particularly in sensor range.
Regarding robot motion, in experiments 2 and 3 where the robots have different motion and sensing capabilities, the total
rotation angle (R. Angle) was larger for the robot with more precise motion (R.2). That is, the exploration strategy seems to
take advantage of the motion capabilities of the robots. It is also noted that, in general, the robot (R.1) with better sensing
capabilities senses a larger area. In addition, it should be highlighted that the number of sensing spots for the two robots is
very similar; the planning method is likely to make the most of the resources at its disposal, i.e., robots R.1 and R.2, taking into
account that they differ in sensing and motion capabilities. The number of sensing locations is of relevance since more of them
implies building more local maps and combining them more times.

As a quantitative comparison study, the method proposed in this work, based on Eq. (15), is compared with two simple
motion strategies widely used in exploration. In the first, the robots move to the closest free edge (frontier) [28, 32], and the
second consists of moving the robots to locations that maximize the expected sensed area [23, 28], in the sense presented in
Fig. 3(b).

Table 5 shows the performance metrics for moving the robots to the nearest free edge. The sensing capabilities of experiment
3 in Table 3 are assumed, but noise in robot motion is not considered. Note that the latter gives the robots an advantage compared
to experiment 3 in Table 4. Despite this advantage, we can observe that the number of times the planner is invoked (P. steps)
and the distance traveled by the robots (T. Dist.) are greater compared to those of experiment 3 in Table 4. Furthermore, there
is a larger difference in the percentage of sensed area (% S. Area) of each robot; hence, our approach seems to provide a better
resource allocation. In general, the approach proposed in this work gives better results than moving to the nearest free edge.

R.1 T. Dist. R.1 R. Angle R.1 % S. Area. R.1 Num. S.L P. steps Int. S. Area
Exp. 3 45.86 m 30.86 rad 93.03 % 17.60 33.60 69.43 %

R.2 T. Dist. R.2 R. Angle R.2 % S. Area. R.2 Num. S.L P. steps Int. S. Area
Exp. 3 45.55 m 23.12 rad 76.40 % 16.00 33.60 69.43 %

Table 5: Performance metrics - Nearest free edge strategy.

Tables 6 shows the performance metrics for moving the robots to locations that maximize the expected sensed area, also
under the sensing capabilities of experiment 3 in Table 3. As in the previous comparison, we assume that there is no noise in
the robots’ motion. Again, we can observe that the number of times the planner is invoked (P. steps) and the distance traveled
by the robots (T. Dist.) are larger compared to those of our approach (experiment 3 of Table 4). Furthermore, the area sensed by
both robots (Int. S. Area) is larger than that of our method, which implies that the robots do more redundant work. Note that the
intersection of the regions seen by the robots (i.e. the region seen by both robots) can be smaller than the region seen by each of
the robots independently. The distance traveled by the robots and the total angle rotated throughout the exploration process is
larger in the results reported in Table 6 compared to those for experiment 3 in Table 4. Averaging the distance traveled and the
rotation angle for both robots, the strategy in Table 6 presented increases of around 9% and 27.3%, respectively. Moreover, the
number of planning steps also showed an increase of around 13.5%. Based on these results, it is fair to say that the proposed
approach also performs better than moving the robot to locations that maximize the expected sensed area.

R.1 T. Dist. R.1 R. Angle R.1 % S. Area. R.1 Num. S.L P. steps Int. S. Area
Exp. 3 26.06 m 23.37 rad 91.51 % 17.80 18.40 75.08 %

R.2 T. Dist. R.2 R. Angle R.2 % S. Area. R.2 Num. S.L P. steps Int. S. Area
Exp. 3 25.10 m 29.72 rad 83.57 % 16.60 18.40 75.08 %

Table 6: Performance metrics - Largest expected area strategy.

Table 7 shows a comparative summary of the three exploration strategies presented above. On that table, P. Approach
corresponds to the proposed approach, Nearest F. E. corresponds to strategy of visiting the nearest free edge and Largest E. A.
to the strategy of visiting the largest expected area. Column S.T Dist corresponds to the summation of the distance traveled
by the two robots, S. R. Angle is the summation of the angle rotated by the two robots, S. P. locations is the summation of the
sensing locations required by the two robots with the corresponding strategy, and A. S. Area is the average of the area sensed
by each robot. The results show that using the proposed approach robots travel less distance, rotate less and perform fewer
sensing operations than the other two baselines, while the area explored by each robot on average is very similar with the three
compared strategies. Indeed, compared to the strategy of visiting the nearest free edge, the robots travel 90 % less and with the
strategy of visiting the largest expected area, 10 % less. The robots rotate approximately 30 % less than with either of the other
two methods. Finally, our proposal requires about 10 % fewer sensing locations than either of the other two strategies.

Table 8 shows the percentage of object recognition achieved by the neural network classifier during the three experiments.
Only small errors are made in recognizing small objects and chair classes. Recall that this classification is done on images
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S. T. Dist. S. R. Angle S. S. locations A. S. Area
P. Approach 46.81 m 41.73 rad 30.80 87.01%
Nearest F. E. 89.4m 53.98 rad 33.60 84.71 %
Largest E. A. 51.16m 53.09 rad 34.4 87.54 %

Table 7: Performance metrics -Comparison.

taken with the drone.

Chairs Tables Desks Shelves Small Objs.
97.72 % 100 % 100 % 100 % 97.72 %

Table 8: % of correct recognition per class with
CNNs in simulation experiments.

In the supplementary material of this paper, we include a video that shows the execution of simulation experiment 3.

7.3 Experiment with real robots
Here, an experiment with physical robots is presented. This experiment was carried out in the CIMAT robotics laboratory. This
laboratory is approximately 25 meters long and 8 meters wide; the environment is divided into rooms. There is a larger room,
which is a rectangle having a size of approximately 10 by 8 meters. There are three smaller rooms of 8 by 5 meters. The main
objects present in the rooms are tables, desks, chairs, and shelves.

The interest and difficulty of this experiment come from different facts: 1) The laboratory was not artificially adapted to
ease the experiment; the robots must avoid collisions with the furniture and between each other while building the map. 2) The
setting matches the problem definition, in which ground robots are equipped with motors with different accuracy, and lasers
have different ranges and resolutions. 3) Information obtained with the video camera mounted on the drone and the lasers on
the ground robot is combined to build a map of the environment, geometrically model obstacles, and add labels/ classes to the
main objects.

The drone is shown in Fig. 11(a). In our experiment, the drone is tele-operated. The ground vehicles exploring the en-
vironment are shown in Fig. 11(b). The motion strategy proposed in Section 6 is used to plan the next sensing locations and
trajectories to move to them autonomously. An intermediate map built during exploration is shown in Fig. 11(c). A polygo-
nal map of the environment is built using the line fitting technique presented in [28], which adjusts the lines over the points
corresponding to the readings of the laser range finder. The polygonal map of the environment is shown in Fig. 11(c) (left).
Fig. 11(c) (right) shows a point-based map. The images taken by the drone are shown in Fig. 11(d). Objects in these images
are identified using CNNs.

Different representations of the environment are shown in Fig. 12. A point-based map is shown in Fig. 12(a). In Fig. 12(b),
different colors are used to show the areas sensed with each robot. The area sensed with the Pioneer 3-AT is shown in blue.
This robot has a Sick laser, which has a range of 10 meters and a resolution of 0.5 degrees. The Pioneer 3-AT is the agent with
a better sensor, but worse motion capabilities. The area sensed with the Pioneer 3-DX is shown in red; the robot 3-DX has a
Hokuyo laser, which has a resolution of 1 degree and 8 meters of range. The robot 3-DX can move more precisely than the
Pioneer 3-AT. In contrast, the Pioneer 3-AT has a laser with a shorter range and resolution. The area sensed by the two robots is
colored green. A polygonal map of the environment is shown in Fig. 12(c). On the polygonal map, small objects, such as chairs
or table legs, are eliminated from the map as in [28]. Only long walls are kept on this map. The final semantic map is shown
in Fig. 12(d). In that map, the objects present in the environment are depicted with symbols and the walls are represented with
poly-lines.

Some performance metrics of the experiment with real robots are shown in Table 9. The two robots detect almost the same
amount of space. The Pioneer 3-AT travels a shorter distance. This suggests that a robot equipped with a larger range sensor
needs to travel shorter trajectories. Similarly to the simulation experiment, the number of sensing locations is almost the same
for both robots. This confirms that the planning policy distributes work well among robots, making the most of their resources.
It is important to note that the robot capabilities between the simulations and the physical experiments are not the same. The
simulation experiment that most closely resembles the capabilities of the physical robots is Experiment 3. Nevertheless, in
Experiment 3 the robots have 8 and 5 meter ranges, and the physical robots have 10 and 8 meters. This increase in range results
in a larger area covered by each robot in the physical experiment.

The classification results per class obtained with the convolutional neural networks are presented in Table 10. Similarly to
previous experiments, a high level of correct detection was reached. Tables 11 and 12 show some results for the classification
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(a) Drone at the upper left. (b) Ground vehicles.

(c) Maps at the current exploration step. (d) Pictures taken by the drone corresponding to the
ground robots’ locations.

Figure 11: Experimental trial with physical robots.

(a) The point map. (b) The areas sensed by each robot. (c) The polygonal map.

(d) The semantic map.

Figure 12: Global maps resulting from the exploration process.

of laser data. Since the lasers’ classes do not really have semantic meaning, we only report the number of data and the accuracy
of the networks. The results show that the accuracy is better for the sick laser, which is not surprising since the Sick laser is
more precise and has a larger range and resolution.

The experiment confirms that the proposed motion strategy adequately coordinates the robots to build representations of
the environment of several types, including semantic information. These results are based on our modeling. The observation
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3-AT T. Dist. 3-AT R. Angle 3-AT % S. Area 3-AT Num. S.L P. steps Int. S. Area
20.16 m 28.35 rad 93.82 % 11 11 72.16 %

3-DX T. Dist. 3-DX R. Angle 3-DX % S. Area 3-DX Num. S.L P. steps Int. S. Area
25.96 m 29.94 rad 93.98 % 12 11 72.16 %

Table 9: Performance metrics - Experiment with real robots. Total distance traveled by each robot
(T. Dist.), total angle rotated (R. Angle), % of the area sensed (S. Area), # of times the planner
was invoked (P. steps), # of sensing locations (Num. SL), and % of the area sensed by both robots
(Int. S. Area).

Chairs Tables Desks Shelves Small Objs.
99.85 % 94.85 % 100 % 100 % 100 %

Table 10: % of correct recognition per class with the con-
volutional neural networks in the ral robots’ experiment.

model, which is a classifier, provides a way of using powerful tools such as neural networks to estimate the probability of
the observation given the state, which in our model will correspond to the probability that the observation belongs to a class.
The motion model allows us to estimate the state of the robot using simulations that consider the noise in the robot controls,
which allows us to consider different motion capabilities. Finally, the planning method provides a compact and efficient way
of planning the trajectories and sensing locations of robots that also allows us to take into account the different sensing and
motion robot capabilities.

In the multimedia material of this paper, we have included a video showing the execution of the experiment with real robots.

8 Conclusion and Future Work

In this paper, an approach for exploration and map building is proposed with aerial and ground robots. We use mobile ground
vehicles and a drone. We present three main contributions: 1) An observation model that is a classifier, which is implemented
with several neural networks. The observation model receives as information laser data and images, which are aimed at provid-
ing a semantic map along with performing a proper allocation of the robots to execute the exploration. 2) A new motion model
that has as main characteristic the ability to relativize the precision of the motion of the robots with reference to the ground
vehicle having the most accurate actuators. 3) An efficient motion strategy based on stochastic dynamic programming. This
motion policy uses realistic assumptions to significantly reduce the number of operations; hence, speeding up the computation.
The method is validated with experiments in physical ground vehicles and an aerial vehicle, showing that the proposed explo-
ration strategy is capable of fully exploiting the individual capabilities of each ground robot and is capable of leveraging the
exploration through the inclusion of information provided by the aerial images taken by the drone.

The main limitation of classical stochastic dynamic programming is the significant number of operations that must be done
due to the branching of possible sequences of observations and controls. Our approach reduces the number of calculations;
this is achieved by making short-term plans and replacing the expected value over observations using the observation with
the highest probability. This is the main contribution of this work compared to the classic technique. On the other hand, two
limitations of this work are that in the current implementation the drone is teleoperated and that the geometric map to be built is
based on a 2D polygonal representation. To overcome these limitations, as a future work we propose automatically generating
the motion of the aerial vehicle rather than teleoperating it. We also leave for future work the possibility to build 3D geometric
maps using, for instance, a voxel map. Finally, we also would like to design an exploration strategy for several drones.
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Training data 3600 Accuracy 1.0
Validation data 860 Accuracy 0.9023

Table 11: NN for Sick laser.

Training data 3780 Accuracy 0.9984
Validation data 900 Accuracy 0.8822

Table 12: NN for Hokuyo laser.

A Proof of Proposition 1.
Proof 1 Considering a one-step plan simplifies Eq. (9) to

Jk(Ik) = max
uk∈Uk

{g(Ik,uk)} . (18)

Thereafter, Eq. (12) is rewritten substituting Eq. (13) in Eq. (12), yielding

g̃(xk,uk, , Ik) = ∑
zk+1

∑
xk+1

A(xk+1)

d(xk,xk+1)
P(xk+1|Ik+1)

×P(zk+1|Ik,uk).

(19)

Now, substituting (19) into (11) one gets the following

g(Ik,uk) =∑
xk

∑
zk+1

∑
xk+1

A(xk+1)

d(xk,xk+1)

×P(xk+1|Ik+1)P(zk+1|Ik,uk)P(xk|Ik),

(20)

therefore, Jk(Ik) is

Jk(Ik) =max
uk∈U

[
∑
xk

∑
zk+1

∑
xk+1

A(xk+1)

d(xk,xk+1)

×P(xk+1|Ik+1)P(zk+1|Ik,uk)P(xk|Ik)

]
.

(21)

Doing a marginalization on P(zk+1|Ik,uk) with regard to xk+1 yields

P(zk+1|Ik,uk) = ∑
xk+1

P(zk+1|xk+1, Ik,uk)P(xk+1|Ik,uk). (22)

Considering that each of the variables xk+1, Ik, uk, and zk+1 only depends on the robots’ current state—that is, the ground
robots perceive their surroundings as immobile regardless of how that state was attained—then

P(zk+1|Ik,uk) = ∑
xk+1

P(zk+1|xk+1)P(xk+1|Ik,uk). (23)

Next, by applying the law of total probability in P(xk+1|Ik,uk) with respect to xk results in

P(zk+1|Ik,uk) = ∑
xk+1

P(zk+1|xk+1)

×∑
xk

P(xk+1|xk, Ik,uk)P(xk|Ik,uk).
(24)

Hereafter, we consider that xk+1 ⊥⊥ Ik | xk,uk and xk ⊥⊥ uk | Ik. Therefore, P(zk+1|Ik,uk) simplifies to

P(zk+1|Ik,uk) = ∑
xk+1

P(zk+1|xk+1)

×∑
xk

P(xk+1|xk,uk)P(xk|Ik).
(25)
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It can be said that the state, xS
k , is known at each time step k prior to moving, given that the global map is adjusted using a

matching technique and that the robots’ coordinates are updated utilizing the rectified map. (Note that this does not imply that
the motion is error-free.) As a consequence, P(zk+1|Ik,uk) is simplified to

P(zk+1|Ik,uk) = ∑
xk+1

P(zk+1|xk+1)

×P(xk+1|xk = xS
k ,uk).

(26)

In an experiment with enough trials, we assume that the robots will, on average, achieve the sub-goal position xG
k+1 they

are aiming at since random variables with zero mean are taken into consideration. The expression P(zk+1|Ik,uk) can be stated
as

P(zk+1|Ik,uk) = P(zk+1|xk+1 = xG
k+1). (27)

Substituting (27) in (21) yields the following

Jk(Ik) = max
uk∈Uk

[
∑
xk

∑
zk+1

∑
xk+1

A(xk+1)

d(xk,xk+1)

×P(xk+1|Ik+1)P(zk+1|xk+1 = xG
k+1)

×P(xk|Ik)

]
.

(28)

which, using the same justifications as before (that the state is known at every step prior to moving and that, on average, the
robot accomplishes its sub-goal), reduces to

Jk(Ik) =max
uk∈U

[
∑
zk+1

A(xG
k+1)

d(xS
k ,x

G
k+1)

P(xk+1 = xG
k+1|Ik+1)

×P(zk+1|xk+1 = xG
k+1)

]
.

(29)

The value iteration equation is simplified as follows by replacing the expected value computation over observations with
one maximization,

Jk(Ik) =max
uk∈Uk

[
A(xG

k+1)

d(xS
k ,x

G
k+1)

×P(xk+1 = xG
k+1|Ik,zk+1 = zG

k+1,uk)

×P(zk+1 = zG
k+1|xk+1 = xG

k+1)

]
,

(30)

with zG
k+1 = argmax

zk+1

[
P(zk+1|xk+1 = xG

k+1)
]
.

The result follows.
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