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1 Introduction 

Spam, commonly known as unsolicited bulk messages, has become a pervasive issue in the digital era, impacting 
a range of Internet platforms including e-mail, social media, forums, and messaging apps. The overwhelming 
volume of spam imposes considerable challenges for both users and organizations, as they must sift through 
irrelevant material to find genuine information. Although filtering techniques have significantly evolved, spammers 
continuously innovate, finding ways to evade detection. This fact keeps spam a difficult problem to solve. The 
diverse nature of spam content, along with its distribution across multiple platforms, highlights the demand for more 
advanced filtering techniques that go beyond basic keyword matching and utilize semantic analysis to identify 
intentions of communications, enhancing spam detection across different scenarios. 

One of the primary challenges was to enhance the performance of models that filter spam content, regardless of 
the platform or method of transmission, whether it be through email or social media posts and comments. The 
heterogeneity in the representations of content received by various online services makes it difficult to process them 
in a standardized manner. However, the goals of spam content are similar regardless of the transmission method 
chosen. Therefore, we believe that protocol specific information should be removed as features while promoting the 
use of semantic information as features to better understand the intent of a message. 

Existing pipelining tools for processing large volumes of data, were found to be inadequate for executing 
experiments in the context of spam filtering because they present significant limitations in their flexibility and 
efficiency while executing experiments. For instance, most pipelining frameworks do not allow experiments to be 
resumed. Additionally, error identification is often delayed until the execution stage, whereas some checks (such as 
verifying input/output data types and task constraints) could be performed before. Moreover, we identified situations 
that could be resolved efficiently by sharing additional data between tasks, regardless of the input/output data (e.g., 
a dictionary of found terms to share between tokenizing and feature vector creation tasks). Finally, it is useful to 
identify and exclude invalid instances from the pipelining process to avoid errors in subsequent tasks. Natural 
language allows different forms to express the same target idea. As an example, the following sentences express the 
same idea: “Car for sale”, “Vehicle available for purchase”, “Automobile on the market”. However, these sentences 
do not have any word in common. This fact suggest the leverage of take advantage of semantic information to 
identify that they are mainly the same. Additionally we should identify semantically similar words/goals that could 
help to improve classifiers accuracy. As an example, contents offering any kind of sexual drug (Viagra, Ciallis, 
Levitra, Spedra) are spam. However, the training data may not include examples including all of those drugs. 

A major obstacle encountered early in the research was the lack of suitable datasets and repositories that would 
allow for comprehensive analysis and comparison of different spam filtering solutions. The existing repositories 
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have several shortcomings, including privacy concerns, questionable data credibility, and inadequate preprocessing 
techniques.  

 
This manuscript presents a summary from the main contributions of the Ph.D. thesis “Intelligent preprocessing 

to improve spam filtering accuracy”. It addresses several of the above explained key challenges in the field of spam 
filtering. The result of the research includes several notable contributions aimed at tackling these challenges which 
have been submitted to specialized academic journals. Those submissions are currently published, corroborating the 
initial hypotheses of the study.  

The remainder of the manuscript is structured as follows: Section 2 summarizes the main contributions of the  
Ph.D. thesis. Finally, Section 3 presents its structure and Section 4 outlines the main conclusions and future work. 

2 Contributions 

The primary objective of this doctoral research is to enhance the effectiveness of spam filtering by using 
semantic information. To accomplish this goal, we introduced a method to convert the information from the original 
dataset into a set of semantic properties known as synsets. The synset information included in the new representation 
of the dataset has been combined with additional attributes to provide supplementary semantic details about the 
subject matter of each text content. As examples of additional features we highlith the presence of web addresses, 
the presence of  named entities (NER), etc.  

To address the task of preprocessing texts obtained from various sources, we sought a framework that facilitates 
the creation of different representations based on tokens and synsets, as well as the extraction of complementary 
properties considered relevant. Since we did not find a tool that fully met our needs, we developed BDP4J [1]⁠ to 
provide a simple way to define tasks and overcome existing limitations in pipelining tools. During the design stage, 
we analyzed existing pipelining tools and compiled a list of essential features for such tools. These features were 
included in BDP4J enabling the development and execution of preprocessing pipelines for any type of data. BDP4J 
incorporates a wide variety of mechanisms to detect and handle potential errors in any part of the pipeline. One of 
these mechanisms is the automatic detection of incorrect instances and their invalidation (permanently excluding 
them from the pipeline process). BDP4J also requires developers to classify tasks into different categories 
(PropertyComputingPipe, TeePipe, TargetAssigningPipe, or TransformationPipe). This classification enables the 
early detection of a wide variety of errors. Moreover, BDP4J introduces a burst processing scheme that allows 
preprocessing of instances as input data becomes available from sources. Additionally, it provides the ability to 
resume execution in the event of an application crash. BDP4J also incorporates a debugging facility to support the 
development of tasks to be combined in pipelines. Finally, the framework also provides tools to facilitate the 
development of tasks that can be combined into a pipeline. Once several related preprocessing tasks have been 
developed, they can be grouped into a plugin (JAR file) and integrated into BDP4J by simply adding the JAR file 
to the BDP4J plugins directory. 

Keeping in mind the specificity of text preprocessing tasks and representation requirements, the Natural 
Language Preprocessing Architecture (NLPA) plugin [2]⁠ has been developed for BDP4J, which is able to extract 
texts from different sources such as Twitter, e-mail, Youtube, websites or text messages and process them through 
a series of predefined tasks (pipeline). NLPA is a BDP4J plugin which brings together a wide variety of text 
preprocessing tasks such as the extracting text from several sources, identifiying and substituting slang terms, the 
identifiying and replacing emojis and emoticons, detecting of interjections or the transforming text into synsets by 
taking advantage of semantic information extracted from Babelnet1. In addition, it facilitates the extraction of 
numerous complementary features that can enhance the performance of text classification processes. 

To carry out the current research, we leveraged some labelled spam corpora incorporating the labels “spam” and 
“legitimate”. The selected datasets contain spam and legitimate contents received from various online services 
(email, Twitter, YouTube comments, etc.). To select those datasets, we examined a wide list of Machine Learning 
(ML) and Computer Science (CS) repositories. During the review of the existing repositories and datasets on the 
target problem, we identified several deficiencies including issues about privacy, licence management, data 
credibility and lack of information about the transformation process applied to the data. Moreover, the distribution 
of previously preprocessed datasets presents an important limitation because those datasets cannot be adjusted to a 
new preprocessing process. Furthermore, the inexistence of details about licensing information is another important 
limitation. Finally, some additional functionalities would be interesting such as mix datasets according to their 
licenses, the definition and offline execution of preprocessing forms for datasets, etc. Guided by these issues in 
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datasets and repositories, we developed STRep (Spam Text Repository) [3]⁠, an illustrative example of repository 
software, incorporating a range of essential functionalities.  

We conducted several classification tests to compare the results of using synset-based and token-based 
representation methods. We also designed a dimensionality reduction method to leverage semantic information 
obtained from an ontological dictionary called e-SDRS. E-SDRS uses hypernymy and hyponymy relations between 
synsets and is based on the assumption that if two synsets are semantically similar (close in the semantic graph) and 
the messages containing them belong to the same class (ham or spam), then these synsets and other ones included 
in the path between them can be combined into a single feature. Therefore, e-SDRS algorithm reduces the 
dimensionality of datasets containing synset features by grouping similar synsets based on hyponymy and 
hyperonymy relations. To ensure the performance of e-SDRS algorithm we ran experiments using YouTube 
Comments 8 [4]⁠ and SpamAssassin [5]⁠ datasets. Three scenarios have been used in experimentation: (i) a baseline 
scenario where the dataset is employed without applying any dimensionality reduction algorithm, (ii) a theoretical 
scenario that represents an ideal situation where the e-SDRS algorithm is applied to the whole dataset, and (iii) a 
real-world scenario where the dataset is divided into two parts, with 75% used for feature reduction and training 
and 25% used for testing. The application of e-SDRS resulted in a reduction in the error rate for both datasets. The 
comprehensive results can be found in the article entitled “An enhanced algorithm for semantic-based feature 
reduction in spam filtering” [6]⁠ . 

Finally, we analyzed a wide variety of features to complement synset and token representations. We observed 
that most spam messages focus on offering illegal products that can be acquired through the Internet using a specific 
URL (Uniform Resource Locator). Consequently, the presence of URLs is a relevant complementary feature in the 
context of spam filtering. 

3 Structure 

The presented work is divided into four chapters. The fisrt chapter serves to explain the general structure, the 
main objectives, the progression of the work, the conclusions, and the shared bibliography. 

Chapter 2 offers a detailed analysis of the existing pipelining tools for data preprocessing. Following a thorough 
assessment of their advantages and disadvantages, the chapter provides a comprehensive description of the BDP4J 
framework which offers novel and innovative capabilities for the execution of data preprocessing pipelines. 

Chapter 3 presents NLPA plugin for defining preprocessing pipelines to be applied to corpora. The chapter 
highlights the functionalities of the framework and provides a fully functional example of its usage. The example 
combines the functionality of NLPA/BDP4J with a classification process implemented using the Weka2 library.  

Finally, chapter 4 presents a comprehensive analysis of the significant issues identified in existing CS/ML 
repositories and datasets used for research. We introduce solutions to overcome these problems and create future 
repositories. In addition, we explain the design and development of STRep, an application that implements some 
recommended funcionalities for repositories sharing spam corpora.  

4 Summary and Conclusions 

This research is aimed at developing techniques to improve the representation of information in spam filtering 
processes. We address the classification of content distributed through different Internet protocols. Specifically, we 
explore the use of synset-based representations and develop an effective dimensionality reduction mechanism for 
this type of representation. Additionally, we study the use of complementary features for these representations. 
Finally, the research provides several software tools with novel designs that are highly useful for the preprocessing 
and representation of corpora. 

BDP4J and NLPA made available a significant amount of technology and new processing techniques to data 
mining developers. Among the key contributions, BDP4J introduced several techniques used for error detection 
(such as constraints, type checks, and task dependencies), the resuming and debugging capabilities of pipelines, and 
the novel instance invalidation feature. These technologies can also be applied to enhance other frameworks. 
Furthermore, NLPA provides several preprocessing techniques applicable to multiple data sources (Twitter, e-mail, 
YouTube comments, websites, and SMS) and the implementation of the eSDRS feature reduction algorithm for 
synset-based representations. STREP takes advantage of BDP4J and NLPA to suppor the online preprocessing of 
datasets including some relevant features such as licensing restrictions. Therefore, the implementation of new pre-
processing techniques in NLPA will make them available for STRep. 

Finally, we highlight that synset-based representations are clearly superior for representing texts in the context 
of spam filtering. These representations support the use of the e-SDRS algorithm, which can quickly group synset 
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features, leading to improved classification performance. As demonstrated in the experiments, the use of synset 
representations, the e-SDRS feature grouping scheme, and additional features (such as URL detection) provides 
classifiers with information about the intent of each target message and increases their accuracy. 

BDP4J could be improved by designing new execution schemes to distribute computational requirements across 
a cluster of computers. Additionally, it would be useful to assess the amount of RAM needed to execute a pipeline 
over a burst of a certain size to improve resource management. Furthermore, NLPA could be enhanced by 
implementing additional preprocessing tasks, such as POS tagging (part-of-speech tagging) or support for tokens 
created from n-grams. 

Finally, there are also two well-defined lines of future work to improve e-SDRS: (i) the application of data 
preprocessing to texts written in different languages and (ii) the introduction of non-taxonomic relationships in the 
dimensionality reduction process. Regarding the first line (i), our current work focuses on preprocessing texts 
written in English. However, it would be interesting to apply the preprocessing and synset representation to texts 
written in other languages, particularly those recognized by the Babelnet ontological dictionary. This would allow 
us to determine whether there are improvements in classifying texts in different languages and assess the feasibility 
of developing an internationalized antispam filter. The application of non-taxonomic relationships in the 
dimensionality reduction process (ii) could provide a suitable approach for incorporating valuable semantic 
information into the classification process. Specifically, it involves leveraging relationships between words that do 
not follow a hierarchical structure, such as holonymy/meronymy. This could lead to enhanced effectiveness in spam 
filtering while simultaneously reducing the required computational resources. 
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